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Abstract

This document presents the current results of Mikado-related work on the development of proof

methodologies applicable to formal systems describing distributed behaviour. The main scientific

contents are reported in technical annexes, which are briefly summarized below.
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There has been ongoing work at Firenze, INRIA and Sussex Mokado sites pertinent to this de-

liverable. The major efforts have been centered on introducing appropriate notions of bisimulation

equivalences for instanciations of the Mikado programming model, and on testing the tractability

of the corresponding proof techniques through meaningful application examples.

We recall that the general strategy is well-established in the literature, where every language

equipped with a reduction semantics has a natural equivalence between program fragments. Such

an equivalence

P ≈cxt Q

holds when in all appropriate language contexts C[ ] all observations which can be made of C[P]

can also be made of C[Q], and vice-versa.

The contextual equivalence ≈cxt provides a good yardstick for justifying a particular choice of

bisimulation equivalence

P ≈bis Q

for a particular language. In this workpackage we have strong results in this direction, as for

µ−Klaim, Dpi and Safe Dpi presented in deliverables D1.2.1 and D2.2.1 we have versions of

bisimulation equivalence ≈bis coinciding with the contextual equivalence ≈cxt. The importance of

this fact is twofold:

• the bisimulation equivalence provides a powerful coinductive methodology for establishing

properties of programs;

• the resulting proof methodology is complete, in the sense that if two programs are naturally

equivalent, P ≈cxt Q, then such a methodology can be applied to prove this fact.

The emphasis in this deliverable is properly about proof methodologies, which for sophisti-

cated languages, as ours, only exist “in principle”, as the resulting bisimulations are usually very

complicated, often infinite.

In such a document we want to point out that it is possible to make effective use of these bisim-

ulations, devising tractable proof techniques and even addressing meaningful examples. First,

working with Dpi, we identify a number of auxiliary methods which considerably relieve the bur-

den of exhibiting such bisimulations, thus allowing to master the correctness of relatively simple

protocols. On the other hand, we model failures and node connections in cKlaim, and address sim-

ple application protocols. Finally, we develop a bisimulation theory for the Kell calculus, giving

a sound and complete coinductive characterization of contextual equivalence in terms of higher-

order bisimulations.

We devote the following to a more detailed discussion about the technical contents of the deliver-

able.

Dpi. The attached technical report, [CHR04], should be considered part of the current deliver-

able. As reported in deliverable D2.2.1, [HMR02], Dpi is a distributed version of the picalculus−calculus

in which processes may migrate between dynamically created locations, and where resource access

policies are implemented by means of dynamic capability types.

A bisimulation equivalence based on typed actions between configurations

Γ B M
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is formally defined and proved to be fully-abstract with respect to a natural version of contextual

equivalence. Here Γ represents the knowledge that the environment has of the resources in the

system M. The labelled transitions used in defining bisimulations take the form

Γ B M name
−−−→ Γ

′
B M′

where name gives information on the action performed, including the site and resources used

together with indications of any further resources supplied by either the environment, or the system

M, thus resulting in a new configuration Γ′ B M′.

Therefore bisimulation equivalences take the form

Γ |= M ≈bis N,

meaning that M and N are systems offering the same behaviour, relative to their computing envi-

ronment Γ.

We establish in the attached technical report tractable proof techniques for the bisimulation

equivalence, giving a suitable collection of auxiliary methods which considerably relieve the bur-

den of exhibiting bisimulations. These techniques rely mainly on the use of bisimulations up-to-

β, where β describes internal actions which turn out to be confluent. Using such methods, we

model meaningful distributed protocols, and address their correctness in a relatively simple way.

The protocols we consider concern crossing a firewall, a system with a server and its clients, and

metaservers installing distributed services.

Our approach supplies proof technologies that we plan to develop further in the last months of

the project, and apply with the goal of certifying more realistic application distributed protocols.

cKlaim. The attached technical report, [GP04], should be considered part of the current de-

liverable. The results are expressed in terms of an untyped core version of Klaim, called cKlaim,

whose main features are remote operations between locations sites (such as fetching or placing

data, or spawning a computation thread), asynchronous communication and mobility, and higher-

order bisimulations (as process mobility is modelled using labels containing precesses).

A natural touchstone equivalence exists for cKlaim, already characterised in terms of bisimu-

lation equivalence between cKlaim systems. Here the equivalence is defined in terms of actions of

the form

M name
−−−→ N

where name gives information on the locations involved in a remote operation, the data used as

part of the operation, and may also give information on the existence of locations, or specific data

at a given location.

As reported in deliverable D2.2.1, the higher-order bisimulation equivalence has been used to

establish general meta-laws about Klaim systems, such as

l :: eval(P)@k.Q || k :: nil = l :: (P|Q) || k :: nil

indicating that in cKlaim it does not matter where the code is executed in the network. This fact

seems to contradict the dising principles at the basis of the calculus itself, pointing out that the

network model is too abstract and ideal.
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Therefore, additional features of the underlying network infrastructure must enter the picture.

To such an aim, the basic calculus is extended with mechanisms for modelling failures and node

connections [GP04].

Failures are modelled as disappearance of a resource (a datum, as message omissione; a pro-

cess, as abnormal termination; a node, as failure of a whole site), as they can not be distinguished

from long delays. The resulting semantic theory reveals adequate for proving the correctness of a

distributed fault-tolerant protocol, the k-set agreement.

The interconnection structure of the global computing environment is realistically modelled as

a not-completely connected graph, with net components that represent bidirectional connections

between two nodes. The corresponding semantic theory allows to address the correctness of a

simple protocol for delivering a datum form a node to another node, under the assumption that a

connection between them exists in the graph.

Kell. The attached technical report, [SS04], should be considered part of the current deliv-

erable. The Kell calculus, perhaps the most sophisticated instance of the Mikado programming

model, is a family of higher-order distributed process calculi featuring hierarchical localities,

higher-order communication, and process passivation.

The contribution provides a sound and complete coinductive characterization of a natural con-

textual equivalence for calculi in the Kell calculus family, by means of a context (higher-order)

bisimulation. Under sufficient conditions on pattern languages, such a bisimulation is tractable, in

the sense that it can coincide with normal (first-order) bisimulation.

The approach is inspired by Sangiorgi’s approach to bisimulation for HOpicalculus [San96].

This is not a straightforward adaptation, however, because of some crucial features of localities

in the Kell calculus: they provide a string form of encapsulation, and they are at the same time

evaluation contexts and resources that may be consumed.

The attached report has therefore two main technical contributions:

• a full-abstract characterization of contextual equivalence for the Kell calculus family;

• a novel technique for deriving tractable first-order bisimulations for process calculi with

localities.

Because of the expressive power of higher-order communication and process passivation, we

believe our technique to be applicable to other higher-order process calculi such as SafeDpi [HRY03],

as well as process calculi with localities, such as Ambient calculi or the Seal calculus, whose

bisimulation theory is in fact higher-order. In particular, our technique can be applied back to

HOpicalculus to establish the correspondence between strong forms of context and normal bisim-

ilarity, a question left open in [San96].
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Proof methodologies for establishing equivalence in D

Alberto Ciaffaglione, Matthew Hennessy, Julian Rathke

October 21, 2004

Abstract

We focus on techniques for proving equivalences between systems in D, a distributed ver-

sion of the  in which processes may migrate between dynamically created locations,

and where resource access policies are implemented by means of capability types.

We devise a tractable collection of auxiliary proof methods, relying mainly on the use of

bisimulations up to β-reductions, which considerably relieve the burden of exhibiting witness

bisimulations. Using such methods we model simple distributed protocols, such as a firewall, a

server and its clients, metaservers installing distributed services, and address their correctness

in a relatively simple manner.

1 Introduction

Bisimulations,[Mil89], and the related bisimulation equivalence, have proved to be of central im-

portance in the elaboration of semantic theories of processes, and in developing verification tech-

niques for them. The purpose of this note is to demonstrate that may also be employed for the

verification of distributed systems, even when the correctness depends on access control policies.

We focus on an abstract system description language called D, [HR02b], an extension of the

well-known  [MPW92, SW01]. In this language a systems consists of a collection of

processes, or agents, distributed among different sites, where they can use local resources; these

resources are modelled using local versions of  communication channels. Agents may

migrate from site to site, generate new local resources, or indeed new sites.

Following ideas originally formulated in [PS00], D can be endowed with a system of capa-

bility types, with which access policies to both resources and sites can be expressed. Since the

behaviour of systems is dependent on the access policy in force, a new theory of semantic equiva-

lence is required to take this dependency into account. This was developed in [HR02a, HMR02],

where the equivalence is expressed in the form of triples

I |= M ≈bis N

Intuitively this means that the systems M and N exhibit the same behaviour, from the point of view

of a user constrained by the access policy I; formally I is simply a type environment, giving for

each resource and location, the capabilities which may be exercised by the user.

1



M,N ::= Systems

l~P� Located agents

M | N Composition

(new e : E) M Name Scoping

0 Termination

R,U ::= Processes

u!〈V〉R Output

u?(X)R Input

goto v.R Migration

(newc c : C) R Local channel creation

(newloc k : K) R Location creation

if v1 = v2 then R else U Matching

R | U Parallelism

∗R Iteration

stop Termination

Figure 1: Syntax for D

In this paper we show this relativised notion of system behaviour can be effectively employed

to demonstrate the correctness of access protocols for distributed systems. All the examples con-

sidered are very simple; nevertheless we feel that they at least demonstrate the feasibility of this

approach to system verification.

In the next section we review the language D, its type system, and the relativised notion

of bisimulation equivalence. This is followed by an exposition of some useful proof techniques,

relying mainly on the use of bisimulations up-to in the spirit of [SM92], which alleviate some-

what the burden of exhibiting witness bisimulations. This is then followed by three sections, each

considering a particular verification example.

2 D: a synopsis

In this section we recall the essential features of the language D; readers are referred to [HMR02,

HR02b] for a more detailed description.

2.1 Syntax

The syntax of the language is given in Figure 1, and presupposes a set of identifiers; these consist

either of names n,m, a, b, l, k, taken from some predefined set Names, or variables x, y, z, taken

from a set Vars. There are two syntactic categories, for systems, and agents. A typical system
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takes the form

(new e : E)(l~P� | k~Q�) | l~R�

This represents a system with two sites, l and k, with the agents P and R running at the former and

Q at the latter; moreover P and Q, although executing at different sites, share some private infor-

mation, e of type E. The syntax for agents, or processes, is an extension of that of the ,

[SW01]. There is input and output on local channels, parallelism, matching of values, iteration,

and a migration construct. For example in the system

l~P | goto k.Q� | k~R�

the process Q can migrate from l to k, leading to the resulting system

l~P� | k~Q | R�

Finally processes have the ability to create new instances of names (channels, newc, and sites,

newloc); their declaration type dictates the use to which these will be put.

The values V communicated along channels consist of tuples of simple values, v. These in

turn may be identifiers u, or structured values, of the form u1@u2; the latter are used to represent

channels which are not local to the site at which the communication takes place. In turn the input

construct u?(X)R uses patterns, X, to deconstruct incoming values; these may be taken to be values

constructed from variables, in which each variable has at most one occurrence.

For example consider the following definition of a server

S ⇐ s~req?(x, y@z)goto z.y!〈isprime(x)〉 stop�

which expects to receive a structured value of the form (i, c@l). This is a pair, consisting of an

integer i, and a return address c@l, that is the name of a reply channel, c, together with the location

of that channel, l. The server then executes the procedure isprime(−) on the incoming value, i,

sends a process to the return site, and delivers the result on the return channel there. The procedure

isprime is not directly part of the language, but one can easily imagine an extension along those

lines. Such an extension could also support let expressions, in which case the body of the server

would be better represented as

req?(x, y@z)let b = isprime(x) in goto z.y!〈b〉

thereby emphasising that the procedure is executed at the server’s site.

A typical client of such a server takes the form

C ⇐ c~(newc r : R) r?(x) print!〈x〉 stop

| goto s.req!〈vc, r@c〉 stop�

This generates a new reply channel r, at the declaration type R, and awaits input on this channel on

it, to be printed. Concurrently it sends an agent to the server site, and sends to the request channel

there the tuple consisting of some value vc, hopefully an integer, and the reply address r@c. Then

running the combined system

S |C (1)

should result in a boolean being printed at the client’s site, the value of which is determined by the

primality of vc.
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Local Channel types: C ::= r〈T〉 | w〈T〉 | rw〈T〉

Location Types: K ::= loc[c1 : C1, . . . , cn : Cn], n ≥ 0

provided ai = a j implies i = j

Base Types: base ::= int | bool | unit | > | . . .

Value Types: A ::= base | C | C@loc | K

Transmission Types: T ::= (A1, . . . ,An), n ≥ 0

Figure 2: Types for D - informal

2.2 Typing

D is a capability based language, in the sense that the behaviour of processes depends on the

capabilities the various entities have received in their environment. Formally these capabilities are

represented as types, and the various categories of types we use are given in Figure 2. Apart from

the standard base types, and the special top type >, the main ones are

local channel types: these are ranged over by C and can take the form rw〈T〉, giving the ability to

both read and write values of type T, or the restricted supertypes r〈T〉 and w〈W〉;

non-local channel types: these take the form C@loc, and a value of this type is a structured value,

c@l;

location types: these take the form loc[c1 : C1, . . . , cn : Cn]; receiving a value l of this type gives

access to the channels, or resources, ci at type Ci, for 1 ≤ i ≤ n.

In this overview we omit one further category of types, that of registered names, as they play no

part in the current paper; as usual the reader is referred to [HMR02] for an explanation of their role

in ensuring consistency between the types of resources at multiple locations.

The types come equipped with a subtyping relation, which is defined inductively, from the

standard requirements on channel types, and record subtyping on location types:

loc[c1 : C1, . . . cn : Cn] <: loc[c1 : C1, . . . ck : Ck], whenever k ≤ n

Viewing types (intuitively) as sets of capabilities, T1 <: T2 means that the capabilities of T2 are a

subset of those of T1.

The static typing of a system M is with respect to a type environment Γ, giving the type of all

the free names in M; for example to type (1) we need to specify the type of req at site s and the

type of print at c. Formally a type environment Γ consists of a consistent list of entries which must

take one of the following forms:

• u : loc, indicating u is to be used as a location;

• u@w : C, indicating that w is already known to Γ as a location and u is a local channel at w

with type C.
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So, for example, we would expect the system (1) to be well-typed with respect to the environment

∆:

s : loc, c : loc, print @c : w〈bool〉, req@s : rw〈S〉

where, for the moment, we leave the type S unspecified.

The main typing judgement

Γ ` M,

indicating that M uses all its identifiers in accordance with the types designated in Γ, is defined by

induction on the structure of M. The only interesting rule is

(ty-agent)

Γ `k P

Γ ` k~P�

which says that k~P� is well-typed (relative to Γ) provided P is well-typed to run at the location k,

Γ `k P.

This auxiliary typing judgement for agents needs to be parameterised relative to the current

location because resources are located; they may be available at one site and not another. For

example we would expect

∆, r@c : R 6`c req!〈vc, r@c〉

because the channel req only exists at the site s and not at c, whereas we could hope for

∆, r@c : R `s req!〈vc, r@c〉

if the type of req at s is properly chosen.

The rules for typing agents are more or less borrowed from the , [PS00], with the

addition of a rule for migration. For example (local) input and output are handled by the rules

(ty-out)

Γ `w V : T

Γ `w P

Γ `w u : w〈T〉

Γ `w u!〈V〉 P

(ty-in)

Γ, 〈X : T〉@w `w R

Γ `w u : r〈T〉

Γ `w u?(X : T) R

while that for migration is

(ty-go)

Γ `w u : loc

Γ `u R

Γ `w goto u.R

These rules in turn require the ability to assign types to identifiers, and more generally values.

For example in order for u!〈V〉 P to be well-typed to run at w, (ty-out) dictates that u must be

known at site w to be a channel with an output capability at some transmission type T which can

also be assigned to V . Similarly, according to (ty-in), to run u?(X : T) R at w, u must be known

there with a read capability, and the residual R must be typeable with respect to the environment,
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augmented with assumptions gleaned from assuming the variables in the pattern will be bound to

values whose types are determined by the transmission type T; we forgo the exact explanation of

how this augmented environment is constructed, that is the notation 〈X : T〉@w.

Referring back to the example (1) let us now see (informally) why the system can be typed

with respect to ∆. First notice that the channel generated by the client, r, will be used by the server

to send a boolean, and by the client itself to read a boolean; so the declaration type R should be set

to rw〈bool〉. Then

∆, r@c : R `s req!〈vc, r@c〉

follows from (ty-out) provided the type associated with req at s supports the inference ∆ `s req :

w〈int,Rw@loc〉, for some type Rw which can be assigned to r; since we allow subtyping, Rw can

be any supertype of R. That is, informally it can consist of any subset of the capabilities in the

declaration type R. This judgement leads to

∆, r@c : R `s goto s.req!〈vc, r@c〉 stop

via the rule (ty-go), and eventually to that of ∆ ` C.

On the server side, the non-local channel input by req, which is bound to y, must allow the send-

ing of boolean values. So establishing well-typing relies on an inference ∆ `s req : r〈int,Rw@loc〉,

with Rw set to w〈bool〉. Therefore all that is required of ∆ in order to type both the server and the

client is to let S, the type associated with the request channel, to be rw〈 int,w〈bool〉@loc 〉.

There is an interesting point to be made here. The client generates the reply channel r with

both read and write capabilities; only the latter is sent to the server, via req, and the former is

retained for internal use. This use of restricted capabilities provides a certain level of protection to

the client, as it knows that the reply from the server can not be usurped by any other client.

2.3 Behaviour

The behaviour of a system, that is the ability of its agents to interact with other agents, depends

on the knowledge these agents have of each others capabilities. In the example just discussed we

have seen the client generate a reply channel with two capabilities, but only making one of these

externally available; indeed the proper functioning of the client/server interaction depends on such

decisions.

Definition 2.1 (Configurations) A configuration consists of a pair I B M, where

• I is a type environment which associates some type to every free name in M

• there is a type environment Γ such that Γ ` M and Γ <: I

This latter requirement means that if I can assign a type TI to a name n, then Γ can assign a type

TΓ such that TΓ <: TI. Again viewing types as sets of capabilities, this means that TI, representing

the knowledge of the external user, is a subset of TΓ, the actual set of capabilities used to type the

system M. �

So we define the behaviour in terms of actions over configurations. These are of the form

I B M µ−−→ I′
B M′ (2)

where the label µ can take any of the following forms:
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(m-in)

Iw(k, a) ↓ I `k V : Iw(k, a)

I B k~a?(X) R�
k.a?V−−−→ I B k~R{|V/X|}�

(m-weak)

I, 〈e : E〉 B M
(d̃:D̃)k.a?V−−−−−−−→ I′

B M
′

I B M
(e:E d̃:D̃)k.a?V−−−−−−−−−−→ I′

B M
′

bn(e) < I

(m-out)

Ir(k, a) ↓

I B k~a!〈V〉 P�
k.a!V−−−→ I, 〈V : Ir(k, a)〉@k B k~P�

(m-open)

I, 〈e : >〉 B M
(d̃:D̃)k.a!V−−−−−−−→ I′

B M
′

I B (new e : E) M
(e:Ed̃:D̃)k.a!V−−−−−−−−−→ I′

B M
′

(m-ctxt)

I B M
µ−−→ I′

B M
′

I B M | N µ−−→ I′
B M

′ | N

I B N | M µ−−→ I′
B N | M′

bn(µ) < fn(N)

(m-new)

I, 〈e : >〉 B M
µ−−→ I′, 〈e : >〉 B M

′

I B (new e : E) M
µ−−→ I′

B (new e : E) M
′

bn(e) < µ

Figure 3: External actions-in-context for D

• τ: an internal action, requiring no participation by the user

• (ẽ : Ẽ)k.a?V: the input of value V along the channel a, located at the site k; the bound names

in (ẽ) are freshly generated by the user

• (ẽ : Ẽ)k.a!V: the output of value V along the channel a, located at the site k; the bound

names in (ẽ) are freshly generated by the environment.

The rules for defining these actions are given in Figure 3 and Figure 4, where the guiding principle

is that for (2) to happen M must be able to perform the action µ, and the user must have, in I, the

capability to participate in the action. The rules use some new notation for looking up the types

7



associated with names in environments. We extract names of channels from entries in environments

by cases, with notation bn(u : loc) = u and bn(u@w : C) = u. The partial functions Ir(k, a) and

Iw(k, a) return the read, respectively write, type associated with the channel a at the location k in

I; of course these may not exist, and Iw(k, a) ↓, for example, indicates that it is indeed defined.

Thus (m-in) says that IBk~a?(X) R� can perform the input action k.a?V−−−→ provided the user can send

the value; that is I has a write capability on a at k, and has the knowledge to actually produce V .

This, in conjunction with (m-weak), allows us to derive the following action from the server S :

∆ B S
(r@c:R)α−−−−−−→ ∆, r@c : R B s~goto c.r!〈. . .〉� (3)

where α is the action s.req?(vc, r@c), because

∆, r@c : R B S
α−−→ ∆, r@c : R B s~goto c.r!〈. . .〉�

Similarly (m-out) requires I to have a read capability on a at k, in order for k~a!〈V〉 P� to

be able to perform the obvious output; note here that the current knowledge of the user, I, is aug-

mented by whatever new knowledge which can be gleaned from the received value V . Intuitively

〈V : T〉@k decomposes the value V , relative to the type T, from the standpoint of k; this last only

comes into play when V contains instances of local channels, which are then interpreted as chan-

nels at k. But the important point in (m-out) is that the type at which V is added to I is Ir(k, a),

the reception type that the user currently has on a at k. Thus (m-open) allows us to deduce

∆ B (new r@c : R) s~req!〈vc, r@c〉 stop� (r@c:R)γ−−−−−−→ ∆, r@c : Rw B s~stop� (4)

where γ is the output action s.req!〈vc, r@c〉, because with (m-out) we can derive

∆, r@c : > B s~req!〈vc, r@c〉 stop� γ−−→ ∆, r@c : Rw B s~stop�

The use of > is simply to ensure that we have a valid configuration; but note that the user has

gained the restricted capability Rw on the new channel r, rather than the more liberal declaration

capability R, because the former is the type at which the user can receive values along req.

The rules for the internal actions are given in Figure 4, and most are straightforward. We have

labelled some as β-actions, which will be useful in the next section; but for the moment these labels

can be ignored. The only interesting rule is (m-comm), which formalizes communication. Note

that in the hypotheses of both variations arbitrary user environments, I1 and I2, are allowed. This

may be surprising at first, but intuitively τ-actions should be independent of all external knowledge.

For example we can use (3) and (4) above to derive

I B S | s~req!〈vc, r@c〉 stop� τ−−→ I B s~goto c.r!〈. . .〉� | s~stop�

for an arbitrary I.

We now have a labelled transition in which the states are configurations, and we can apply the

standard definition of (weak) bisimulation.
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(m-comm)

I1 B M (ẽ:Ẽ)k.a?V−−−−−−−→ I′
1
B M′

I2 B N (ẽ:Ẽ)k.a!V−−−−−−−→ I′
2
B N′

I B M | N τ−−→ I B (new ẽ : Ẽ)(M′ | N′)

(m-comm)

I1 B M (ẽ:Ẽ)k.a!V−−−−−−−→ I′
1
B M′

I2 B N (ẽ:Ẽ)k.a?V−−−−−−−→ I′
2
B N′

I B M | N τ−−→ I B (new ẽ : Ẽ)(M′ | N′)

(m-eq)

I B k~if v = v then P else Q� τ−−→β I B k~P�

(m-neq)

I B k~if v1 = v2 then P else Q� τ−−→β I B k~Q�

v1 , v2

(m-split)

I B k~P | Q� τ−−→β I B k~P� | k~Q�

(m-l.create)

I B k~(newloc l : L) P� τ−−→β I B (new l : L) k~P�

(m-move)

I B k~goto l.P� τ−−→β I B l~P�

(m-c.create)

I B k~(newc c : C) P� τ−−→β I B (new c@k : C) k~P�

(m-unwind)

I B k~∗P� τ−−→β I B k~∗P� | k~P�

Figure 4: Internal actions-in-context for D

Definition 2.2 (Bisimulations) We say a binary relation over configurations is a bisimulation if

both it, and its inverse, satisfy the following transfer property

(IM B M) R (IN B N) (IM B M) R (IN B N)

implies

(IM′ B M′)

µ

?

(IM′ B M′) R (IN′ B N′)

µ̂

�

wwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwwww

Here we use standard notation, see [MPW92], with µ
==⇒ representing τ−−→∗ ◦ µ−−→ ◦ τ−−→∗, and µ̂

==⇒

meaning τ−−→∗, if µ is τ, and µ
==⇒ otherwise.

We let ≈bis denote the largest bisimulation between configurations. �

Rather than writing (I B M) ≈bis (I B N) we use the more suggestive notation

I |= M ≈bis N

This can be viewed as a relation between systems, parameterised over type environments which

represent user’s knowledge of the systems’ capabilities.

It is this relation which is the object of our study; we aim to show that, despite the complexity

of its definition, tractable proof techniques can be developed for it.
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(s-extr) (new e : E)(M | N) ≡ M | (new e : E) N if bn(e) < fn(M)

(s-com) M | N ≡ N | M

(s-assoc) (M | N) | O ≡ M | (N | O)

(s-zero) M | 0 ≡ M

k~stop� ≡ 0

(s-flip) (new e : E) (new e′ : E′) M ≡ (new e′ : E′) (new e : E) M

if bn(e) < (e′ : E′), bn(e′) < (e : E)

Figure 5: Structural equivalence for D

Finally we should remark this is not an arbitrarily chosen version of bisimulation equivalence.

In [HMR02] its definition is justified in detail; it is shown to be, in some sense, the largest reason-

able typed equivalence between D systems.

3 Proof techniques

The basic method for showing that two systems M and N are equivalent relative to an environment

I is to exhibit a parameterised relation R such that I |= M R N, and demonstrate that it satisfies

the requirements of being a bisimulation. In this section we give a number of auxiliary methods,

which can considerably relieve the burden of exhibiting such relations.

Theorem 3.1 (Contextuality) Suppose I |= M ≈bis N. Then

• I ` O implies I |= M | O ≈bis N | O

• I, 〈e : E〉 |= M ≈bis N implies I |= (new e : E) M ≈bis (new e : E) N �

Theorem 3.2 Suppose I |= M ≈bis N. Then

Weakening: I′ |= M ≈bis N for any type environment I′ such that I <: I′

Strengthening: if I has the form I1, e : E,I2, where bn(e) does not occur in I2 or M,N, then

I1,I2 |= M ≈bis N �

Both these theorems are proved in [HMR02]; the first justifies a form of contextual reasoning,

while the second allows manipulations to the descriptions of the environments, without disturbing

bisimilarities.

We can also manipulate system descriptions. Let ≡ be the least equivalence relation which

satisfies the rules in Figure 5 and is preserved by the constructs − | − and (new e : E)(−); this is

referred to as structural equivalence.

Proposition 3.3 M ≡ N implies M ≈bis N. �
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This means that we can employ the axioms in Figure 5 as equations for semantics preserving

manipulations of systems.

Further equations can be obtained by considering the labelled internal actions τ−−→∗ in Figure 4.

First recall that τ actions do not change the environment of a configuration, and therefore for

convenience let us abbreviate I B M τ−−→ I B M′ to the simpler I B M τ−−→ M′. When these are

annotated they have the following very special commutative property.

Lemma 3.4 Suppose IBM τ−−→∗
β
IBM′. Then for every action IBM µ−−→I′BN there is a system

N′ and actions I′ B N τ−−→∗
β
N′ and I B M′ µ−−→ I′ B N′.

Proof: It is sufficient to prove this for the single labelled action I B M τ−−→β I B M′, for which a

simple, but tedious induction on the derivation of the action can be carried out. �

Proposition 3.5 Suppose I B M τ−−→∗
β
N. Then I |= M ≈bis N.

Proof: Let the parameterised relation R be defined by letting I B M R N whenever

• I B M is a configuration

• either M = N or M τ−−→∗
β
N

Then the previous lemma provides sufficient information to show that R is a bisimulation. The

result therefore follows. �

This result provides us with more valid equations for reasoning about systems, by examining the

axioms describing β-actions. Typical examples include

k~P | Q� ≈bis k~P� | k~Q�

k~goto l.P� ≈bis l~P�

k~(newc c : C) P� ≈bis (new c@k : C) k~P�

But these labelled actions also provide us with a very powerful method for approximating

bisimulations.

Definition 3.6 (Bisimulations up-to-β) A binary relation between configurations is said to be a

bisimulation up-to-β if it satisfies the following transfer properties:

(IM B M) R (IN B N) (IM B M) R (IN B N)

implies

(IM′ B M′)

µ

?

(IM′ B M′) Al ◦ R ◦ Ar (IN′ B N′)

µ̂

�

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w
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w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

(IN B N) R (IM B M) (IN B N) R (IM B M)

implies

(IN′ B N′)

µ

?

(IN′ B N′) Al ◦ R ◦ Ar (IM′ B M′)

µ̂

�

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w

w
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w
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where Al is the relation ( τ−−→∗
β
◦ ≡) , and Ar is ≈bis ; strictly speaking these relations are over

systems, but they are lifted in the obvious manner to configurations. �

The idea of these approximate bisimulations is that to match an action (IM BM) µ−−→ (IM′ BM′) it

is sufficient to find a β-derivative of the residual (IM′ BM′) τ−−→∗
β
(IM′′ BM′′) and a matching action

(IN B N) µ̂
==⇒ (IN′ B N′) such that, up-to-structural equivalence and bisimilarity, respectively, the

pairs (IM′′ B M′′) and (IN′ B N′) are once more related. Intuitively, a configuration can represent

all configurations to which it can evolve using β-moves.

Lemma 3.7 If P ≡ Q and P τ−−→β P′, then there exists some Q′ such that Q τ−−→β Q′ and P′ ≡ Q′.

Proof: By induction on the derivation of P ≡ Q. �

Theorem 3.8 If (I B M) R (I B N), where R is a bisimulation up-to-β, then I |= M ≈bis N.

Proof: We leave to the reader to check that the relation ≈bis ◦ R ◦ ≈bis is a bisimulation over

configurations. The key properties for establishing this are the two inclusions τ−−→β ⊆ ≈bis and

≡ ⊆ ≈bis, Lemma 3.4 and the transitivity of both Al (due to the Lemma 3.7) and Ar in Definition

3.6. The result then follows, since this relation trivially contains R. �

4 Crossing a firewall

Here let us consider the firewall example studied at length in [CG00, MN03]. Intuitively a firewall

is a domain to which access is restricted; only agents which are permitted, in some sense, by the

firewall are allowed in. A simple example of such a firewall is given by

F ⇐ (new f : F) f ~P | ∗goto a.tell!〈 f 〉�

Here f is the name of the firewall, which is created with the capabilities described in the location

type F, and P is some code which maintains the internal business of the firewall. A typical example

of the capabilities of a firewall could be given by

F = loc[info : rw〈I〉, req : rw〈R〉]

which allow reading to and writing from two resources info and req in f . Then P could, for

example, maintain appropriate services at the resources; of course it would also be able to use

non-local resources it knows about in its current environment.

The existence of the firewall is made known to only one agent, a, which is strictly speaking

another domain, via the information channel tell located at a. A typical example is given by

A ⇐ a~R | tell?(x) goto x.Q�

where a is informed of f by inputing on the local channel tell. With respect to an arbitrary type

environment Γ we have the execution

Γ B F | A τ−−→∗
Γ B (new f : F)( f ~P | ∗goto a.tell!〈 f 〉 | Q�) | a~R� (5)
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and the code Q is allowed to execute locally within the firewall.

Moreover, the resources to which Q has access within the firewall is controlled by the capability

type associated with the information channel tell. For example, suppose in Γ the type associated

with this channel is

Fr = rw〈loc[info : w〈I〉, req : r〈R〉]〉,

a supertype of the declaration type F. Then in (5), Q, having gained entry into the firewall, can

only write to resource info and read from req.

Let us now consider the correctness of this simple protocol for allowing access to one agent, a,

to the firewall. Let Γ be any type environment such that

Γ ` F | A (6)

Then one might expect to be able to derive

Γ |= F | A ≈bis (new f : F)( f ~P | ∗goto a.tell!〈 f 〉 | Q�) | a~R� (7)

But this happens not to be true, because of an implicit assumption; namely that the information

channel tell can only be accessed by partners in the entry protocol, f and a. But in order for (6) to

be true we must have Γ `a tell : rw〈Fr〉, and this allows other agents in the environment access to

tell. For example consider

Rogue ⇐ b~goto a.tell!〈b〉�

and suppose that the only type inference from Γ involving b is Γ ` b : loc; so Γ is not aware of any

resources at b. Nevertheless Γ ` Rogue, and therefore Contextuality (Theorem 3.1) applied to (7)

would give

Γ |= F | A | Rogue ≈bis (new f : F)( f ~P | ∗goto a.tell!〈 f 〉 | Q�) | a~R� | Rogue

But this is obviously not the case, as the lefthand system can reduce via a series of τ steps (repre-

senting the interaction between A and Rogue) to the state

Γ B F | a~R� | b~Q�

Under reasonable assumptions about the code Q, the righthand system has no corresponding re-

duction to a similar state. On the lefthand side the code Q, now located at b, can not run, while on

the righthand side, no matter what τ steps are made, Q will be able to execute at a.

Thus (7) can not be true.

However, our framework allows us to amend the correctness statement (7) above, taking into

account the implicit assumption about the information channel tell. The essential point is that the

protocol works provided that only the firewall can write on tell. This can be formalised by proving

the equivalence between the two systems relative to a restricted environment, one which does not

allow write access to tell.

First some notation. Let us write Γ `max
k

V : T to mean

• Γ `k V : T

13



• Γ `k V : T′ implies T <: T′

In other words T is the largest type which can be assigned to V . Now suppose I is a type environ-

ment which satisfies

(i) I `max
a

tell : r〈F〉

(ii) I ` a~R�

(iii) I ` (new f : F) f ~P�

The import of the first requirement, which is the most important, is that systems in the computa-

tional context can not write on tell. The other requirements, which are mainly for convenience,

ensure that the residual behaviour at a and f is well-behaved, although a side-effect is that they

also can not write on tell. Under these assumptions we prove

I |= F | A ≈bis (new f : F)( f ~P | ∗goto a.tell!〈 f 〉 | Q�) | a~R� (8)

First note that (up-to-structural equivalence)

F | A τ−−→β F | At | a~R�

via (m-split), where we use At as a shorthand for a~tell?(x) goto x.Q�. So, by Propositions 3.3

and 3.5, it is sufficient to prove

I |= F | At | a~R� ≈bis (new f : F)( f ~P | ∗goto a.tell!〈 f 〉 | Q�) | a~R�

Here assumption (ii) comes in useful, as by Contextuality it is now sufficient to prove

I |= F | At ≈bis (new f : F)( f ~P | ∗goto a.tell!〈 f 〉 | Q�)

Here the left-hand side can be manipulated using the structural equivalence rules, in particular

(s-extr), thereby reducing the proof burden to

I |= (new f : F)( f ~P | ∗goto a.tell!〈 f 〉� | At) ≈bis (new f : F)( f ~P | ∗goto a.tell!〈 f 〉 | Q�)

and another application of Contextuality reduces this further to

I f |= ( f ~P | ∗goto a.tell!〈 f 〉� | At) ≈bis ( f ~P | ∗goto a.tell!〈 f 〉 | Q�)

where I f is a shorthand for I, f : F.

Now let Fg represent the system f ~∗goto a.tell!〈 f 〉�. Then we have

• f ~P | ∗goto a.tell!〈 f 〉� | At
τ−−→β f ~P� | Fg | At

• f ~P | ∗goto a.tell!〈 f 〉 | Q� τ−−→∗
β

f ~P� | f ~∗goto a.tell!〈 f 〉� | f ~Q�
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So further applications of Proposition 3.5, Contextuality, and assumption (iii), give the requirement

I f |= Fg | At ≈bis Fg | f ~Q� (9)

This we establish directly by exhibiting a particular bisimulation.

We define the parameterised relation R by letting

J |= M R N

whenever

(a) J B M is a configuration and N is the same as M

(b) or J is I f and

• M has the form Fg | At | Πn (a~tell!〈 f 〉�)

• N has the form Fg | f ~Q� | Πn (a~tell!〈 f 〉�)

for some n ≥ 0, where Πn (a~tell!〈 f 〉�) means n copies of a~tell!〈 f 〉� running in parallel.

Proposition 4.1 The parameterised relation R defined above is a bisimulation up-to-β.

Proof: Suppose J |= MRN. Let us consider all possible actions from JBM. In fact it is sufficient

to consider case (b) above, when J and M and N are of the prescribed form. The actions fall into

one of three categories:

• Here Fg is responsible, so it takes the form

I f B M τ−−→β f ~∗goto a.tell!〈 f 〉 | goto a.tell!〈 f 〉� | At | Πn(. . .)

But

f ~∗goto a.tell!〈 f 〉 | goto a.tell!〈 f 〉� | At | Πn(. . .)
τ−−→β Fg | a~tell!〈 f 〉� | At | Πn(. . .)

and this can be matched, via clause (b), by

I f B N τ−−→∗
β Fg | a~tell!〈 f 〉� | f ~Q� | Πn(. . .)

because Fg |a~tell!〈 f 〉� |At |Πn(. . .) ≡ Fg |At |Πn+1(. . .), and Fg |a~tell!〈 f 〉� | f ~Q� |Πn(. . .) ≡

Fg | f ~Q� | Πn+1(. . .), and ≡ ⊆ ≈bis (Proposition 3.3).

• The second possibility is that the third component, Πn(a~tell!〈 f 〉�), is responsible for the

action, which must be a.tell! f . It is easy to see that I f B N can perform exactly the same

action, to a related configuration in clause (b).

15



• Finally the middle component, At, might be involved in the action. Note that the action can

not be external, as the action a.tell?V is not allowed by the environment. So it must be a

communication, of the form

I f B M τ−−→ Fg | a~goto f .Q� | Πn−1(. . .)

But the following β steps can be carried out starting from this configuration

Fg | a~goto f .Q� | Πn−1(. . .)
τ−−→∗

β Fg | a~tell!〈 f 〉� | f ~Q� | Πn−1(. . .) ≡ Fg | f ~Q� | Πn(. . .)

and this can be matched in clause (a) by the empty sequence of internal actions from I f BN.

Finally, it is easy to see that every action from J B N can be matched by one from J B

M, possibly preceded by a number of τ actions; these latter are required when f ~Q� is

responsible for the action to be matched. �

This completes our proof of (8) above. Note that the firewall F allows in principle multiple

entries of agents from a. So, for example, if R, in (8), had the form S | tell?(x) goto x.Q′, then the

reasoning we have just completed could be repeated, to prove

I |= F | a~R� ≈bis (new f : F)( f ~P | ∗goto a.tell!〈 f 〉 | Q′
�) | a~S � (10)

Moreover we know f can not appear in Q; therefore, using (s-extr) from Figure 5 together with

(10), this can be combined with (8) to prove

I |= F | A ≈bis (new f : F)( f ~∗goto a.P | tell!〈 f 〉 | Q | Q′
�) | a~S �

where the domain a has managed to send two separate agents into the firewall.

5 A server and its clients

We consider in this section the canonical example of a server and its clients. A server is a domain

providing services to potentially arbitrary clients, as for example the following, a generalization of

the one introduced in Section 2

S ⇐ s~∗req?(x, y@z)goto z.y!〈isprime(x)〉 | S ′
�

The service at resource req is here iterated, and S ′ provides internal code to setup and administrate

the site. The channel req awaits indefinitely an integer and a return address, checks whether the

integer is a prime and returns the answer at the proffered address.

Typical clients of the server are domains taking the form

Ci ⇐ ci~(newc r : R) goto s.req!〈vi, r@ci〉 |C
′
i�

These generate a private channel r at the declaration type R = rw〈bool〉, and send a process to the

server asking for the primality of an integer; concurrently, the agent C′
i
executes at the site.

As in the case of the firewall, the correctness of this protocol between a server and its clients

depends on the proper management of the access to the request channel req; clients should only

have write access, while the server only needs read access. So the correctness of the protocol can

be expressed as an equivalence between two systems relative to a restricted environment.

Let I be a type environment satisfying
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(i) I `max
s

req : w〈 int,w〈bool〉@loc 〉

(ii) I ` C1

(iii) I ` C2

(iv) I ` s~S ′�

The first requirement establishes that the computational context can not read on req, while the

following points ensure that the residual behaviour at the server and the clients is well-behaved,

with the side-effect that neither S ′ nor C′
i
can read on req.

First let us show that one client interacts correctly with the server:

I |= S |C1 ≈bis S | c1~(newc r : R) r!〈isprime(v1)〉 |C
′
1� (11)

Note that (up-to-structural equivalence)

S |C1
τ−−→∗

β (new r : R) A | s~S ′
� | s~req!〈v1, r@c1〉� | c1~C

′
1�

where we use A as a shorthand for s~∗req?(x, y@z)goto z.y!〈isprime(x)〉�, and

S | c1~(newc r : R) r!〈isprime(v1)〉 |C
′
1�

τ−−→∗
β (new r : R) A | s~S ′

� | c1~r!〈isprime(v1)〉� | c1~C
′
1�

By Propositions 3.3, 3.5, Contextuality, and the requirements (ii) and (iv), it is therefore sufficient

to prove

Ir |= A | s~req!〈v1, r@c1〉� ≈bis A | c1~r!〈isprime(v1)〉�

where Ir is a shorthand for I, r : R. We establish this equivalence by exhibiting a particular

parameterised relation and showing that it satisfies the requirements to be a bisimulation. Let R be

the parameterised relation defined by letting

J |= M R N

whenever

(a) J B M is a configuration and N is the same as M

(b) or J is Ir and

• M has the form A | s~req!〈v1, r@c1〉� | Bn

• N has the form A | c1~r!〈isprime(v1)〉� | Bn

where Bn is a shorthand for Πn (s~req?(x, y@z)goto z.y!〈isprime(x)〉�).

(c) or J is I′
r, where I′

r <: Ir, and

• M has the form A | s~req!〈v1, r@c1〉� | Bn | Π j (k j~d j!
〈

isprime(m j)
〉

�)
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• N has the form A | c1~r!〈isprime(v1)〉� | Bn | Π j (k j~d j!
〈

isprime(m j)
〉

�)

such that I′
r `

max
s

req : w〈S〉, and, for every j ≥ 0 : I′
r `k j

d j : w〈bool〉.

Proposition 5.1 The parameterised relation R defined above is a bisimulation up-to-β.

Proof: Suppose J |= M R N. Let us consider all possible actions from J B M in the case (b)

above, when J is Ir and M and N are of the prescribed form. The actions fall into one of three

categories:

• Here A is responsible, so it takes the form

Ir B M τ−−→β s~∗req?(x, y@z)goto z.y!〈isprime(x)〉 | A′
� | s~req! . . .� | Bn

where A′ is a shorthand for req?(x, y@z)goto z.y!〈isprime(x)〉. But

s~∗req?(x, y@z)goto z.y!〈isprime(x)〉 | A′
� | s~req! . . .� | Bn

τ−−→β A | s~A′
� | s~req! . . .� | Bn

and this can be matched by

Ir B N τ−−→∗
β A | s~A′

� | c1~r!〈isprime(v1)〉� | Bn

because both configurations belong to R, clause (b), up-to-structural equivalence.

• The second possibility is that the third component, Πn(s~req?(x, y@z)goto z.y!〈isprime(x)〉�)

is responsible for the action, which is either s.req?
〈

m j, d j@k j

〉

or (n : E)s.req?
〈

m j, d j@k j

〉

.

These actions correspond to the delivery of new data by the environment, from which the

system is allowed to learn new names indefinitely. However, it is easy to see that Ir B N can

perform exactly the same actions, to a related configuration either in clause (b) or (c).

• Finally the middle component s~req!〈v1, r@c1〉� might be involved in the action. Note that

it can not be external, as the action s.req!〈v1, r@c1〉 is not allowed by the environment. So it

must be a communication, of the form

Ir B M τ−−→ A | s~goto c1.r!〈isprime(v1)〉� | Bn−1

But the following β steps can be carried out starting from this configuration

A | s~goto c1.r!〈isprime(v1)〉� | Bn−1
τ−−→∗

β A | s~A′
� | c1~r!〈isprime(v1)〉� | Bn−1

and this can be matched, in clause (a), by the empty sequence of internal actions from IrBN.

Symmetrically, every action performed by Ir B N can be matched by Ir B M; for example

consider the output action by the second component

Ir B A | c1~r!〈isprime(v1)〉� | Bn
c1.r!〈isprime(v1)〉−−−−−−−−−−−→ Ir B A | Bn

This can be easily matched by Ir B M via clause (a), using τ steps followed by the same action.

Finally, we leave the reader to check that all configurations in R by virtue of clause (c) can have

their respective actions properly matched. �
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This completes our proof of (11), that one client can interact correctly with the server. Contex-

tual reasoning can be employed to generalise this to an arbitrary number of clients. For example

let us show

I |= S |C1 |C2 ≈bis S | Πi=1,2 ci~(newc r : R) r!〈isprime(vi)〉 |C
′
i� (12)

Because I ` C2 (requirement (iii) above), Contextuality applied to (11) gives

I |= S |C1 |C2 ≈bis S | c1~(newc r : R) r!〈isprime(v1)〉 |C
′
1� |C2

Repeating the analysis of C1 on C2 we obtain

I |= S |C2 ≈bis S | c2~(newc r : R) r!〈isprime(v2)〉 |C
′
2�

But I ` C1 (requirement (ii) above) also implies I ` c1~(newc r : R) r!〈isprime(v1)〉 | C
′
1
�, and

therefore by Contextuality we obtain

I |= S |C2 | c1~(newc r : R) r!〈isprime(v1)〉 |C
′
1
� ≈bis

S | c2~(newc r : R) r!〈isprime(v2)〉 |C
′
2
� | c1~(newc r : R) r!〈isprime(v1)〉 |C

′
1
�

So we conclude (12) by the transitivity of ≈bis.

It is a simple matter to extend this reasoning, using induction, to show that an arbitrary number

of clients can be handled

In |= S | Πi∈I Ci ≈bis S | Πi∈I ci~(newc r : R) r!〈isprime(vi)〉 |Ci�

This we leave to the reader.

As a further example of the modularity of these proofs, let us consider some particular instan-

tiations of the residual processes, S ′ and Ci; let us set S ′ to stop and Ci to r?(x)printi!〈x〉. For

convenience we restrict attention to two clients, and let us assume that they send the values 4 and

3 respectively to the server. So we have

S ⇐ s~∗req?(x, y@z)goto z.y!〈isprime(x)〉�

C1 ⇐ c1~(newc r : R) r!〈isprime(4)〉 | r?(x)print1!〈x〉�

C2 ⇐ c2~(newc r : R) r!〈isprime(3)〉 | r?(x)print2!〈x〉�

and we want to prove the following

I |= S |C1 |C2 ≈bis S | c1~print1!〈 f alse〉� | c2~print2!〈true〉� (13)

This follows from (12) if we can establish

I |= S | Πi=1,2 ci~(newc r : R) r!〈isprime(vi)〉 | r?(x)printi!〈x〉� ≈bis

S | c1~print!〈 f alse〉� | c2~print!〈true〉�

But Contextuality, as usual, allows us to simplify this requirement further, to two tasks

• I |= S | c1~(newc r : R) r!〈isprime(4)〉 | r?(x)print1!〈x〉� ≈bis S | c1~print!〈 f alse〉�

• I |= S | c2~(newc r : R) r!〈isprime(3)〉 | r?(x)print2!〈x〉� ≈bis S | c2~print!〈true〉�

Note that Contextuality does not allow us to eliminate S from these judgements, since I ` S is

not true. Nevertheless it is a simple matter to construct a witnessing bisimulation to demonstrate

directly these two equivalences.
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6 Metaservers

We consider here a variation of the server in the previous Section, taking into account the newloc

operator of D, which allows the creation of new instances of sites. Now the server installs its

services at a new site, thus providing personalised treatment to its clients

M ⇐ m~∗setup?(x@z) (newloc s : S) (goto z.x!〈s〉 |

goto s.quest?(y,w@v) if v = z then goto z.w!〈isprime(y)〉) else stop�

For simplicity, the service we address is again the test for primality. Notice that the new site is

created with the capabilities described in the location type S , whose form could be for example

S = loc[quest : rw〈 int,w〈bool〉@loc 〉]

which allows reading and writing an integer and an address intended for sending truth values.

Typical clients of the server are domains taking the form

Ci ⇐ ci~(newc r : R, t : T) goto m.setup!〈r@ci〉 | r?(x) goto x.quest!〈vi, t@ci〉�

These generate two private channels r, t at the declaration types R = rw〈S〉 and T = rw〈bool〉, and

send an agent to the server to tell the reply channel. Concurrently, a process awaits at the same

channel the name of the site where the personalised service is launched, and then an agent is sent

there proffering the integer to be tested and a second reply channel.

Let us address the correctness of our protocol, allowing, in a first approximation, a single client

access to the server and getting the right answer to its request. We want to prove the following,

where, as usual, I is the key parameter on which the equivalence depends

I |= (new quest : Q) M |C1 ≈bis (new quest : Q) M | c1~(newc r : R, t : T) t!〈isprime(v1)〉�

(14)

where Q = rw〈 int,w〈bool〉@loc 〉.

It is immediate to notice that the correctness of the protocol requires that clients should only

have write access and the server needs read access to the setup channel. Therefore the equivalence

can be proved relative to a restricted environment I, satisfying

I `max
m

setup : w〈 w〈S〉@loc 〉

First note that (up-to-structural equivalence)

(new quest : Q) M |C1
τ−−→∗

β (new quest : Q, r : R, t : T) M | A | B

where A is a shorthand for c1~r?(x) goto x.quest!〈v1, t@c1〉�, and B for m~setup!〈r@c1〉�. Moreover

(new quest : Q) M | c1~(newc r : R, t : T) t!〈isprime(v1)〉�
τ−−→∗

β

(new quest : Q, r : R, t : T) c1~t!〈isprime(v1)〉�

So, by Propositions 3.3, 3.5, and Contextuality, it is sufficient to prove

It |= (new quest : Q, r : R) M | A | B ≈bis (new quest : Q, r : R) c1~t!〈isprime(v1)〉�
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where It is a shorthand for I, t : T. We establish this exhibiting a particular bisimulation.

We define the parameterised relation R by letting

J |= P R Q

whenever

(a) J B P is a configuration and Q is the same as P

(b) or J is It and

• P has the form (new quest : Q, r : R) M | A | B | Bn

• Q has the form (new quest : Q, r : R) M | c1~t!〈isprime(v1)〉� | Bn

where Bn is a shorthand for

Πn (m~setup?(x@z) (newloc s : S) (goto z.x!〈s〉 |

goto s.quest?(y,w@v) if v = z then goto z.w!〈isprime(y)〉) else stop�

(c) or J is I′t , where I′t <: It, and

• P has the form (new quest : Q, r : R) M | Bn | D | E

• Q has the form (new quest : Q, r : R) M | c1~t!〈isprime(v1)〉� | Bn | E

where D is a shorthand for

(new s : S)(s~quest?(y,w@v) if v = c1 then goto c1.w!〈isprime(y)〉) else stop� |

c1~r!〈s〉� | c1~r?(x) goto x.quest!〈v1, t@c1〉�)

and E is a shorthand for

Π j (new s j : S j)(s j~quest?(y,w@v) if v = c1 then goto c1.w!〈isprime(y)〉) else stop� |

k j~d j!
〈

s j

〉

�)

and where I′t `
max
m

setup : w〈 w〈S〉@loc 〉, and, for every j ≥ 0: I′t `k j
d j : S.

(d) or J is I′t , where I′t <: It, and

• P has the form (new quest : Q, r : R) M | Bn | D
′ | E

• Q has the form (new quest : Q, r : R) M | c1~t!〈isprime(v1)〉� | Bn | E

where D′ is a shorthand for

(new s : S)(s~quest?(y,w@v) if v = c1 then goto c1.w!〈isprime(y)〉) else stop� |

s~quest!〈v1, t@c1〉�)

and where I′t `
max
m

setup : w〈 w〈S〉@loc 〉, and, for every j ≥ 0: I′t `k j
d j : S.
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Proposition 6.1 The parameterised relation R defined above is a bisimulation up-to-β. �

We leave to the reader the task of proving the Proposition, as no extra critical aspects arise

compared to the proofs detailed in the previous two Sections. It is then possible to extend the

reasoning to an arbitrary number of clients. The correctness of such protocols is addressed, again,

using largely the major compositional technique we have devised for D systems, namely Contex-

tuality. This allows for having to exhibit bisimulations for equivalences which are much simpler

than the ones that one should state for the original problem.
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Abstract. We develop a semantic theory for K, a process calculus whose

main features are process distribution, process mobility, remote operations and

asynchronous communication through distributed repositories. More precisely, we

introduce a natural contextually defined behavioural semantics, give a coinductive

characterization in terms of a labelled bisimulation and illustrate some significant

laws. Then, we extend K with basic mechanisms for explicitly modelling fail-

ures and node connections, two low-level features that can affect the underlying

network infrastructure and, hence, the ability of processes to perform remote op-

erations. The robustness of our semantic theory is demonstrated by the fact that it

can be smoothly tuned to deal with these two more concrete settings.

1 Introduction

Technological advances of both computers and telecommunication networks, and devel-

opment of more efficient communication protocols are leading to a ever-increasing inte-

gration of computing systems and to diffusion of so called global computers. These are

massive networked and dynamically reconfigurable infrastructures interconnecting het-

erogeneous, typically autonomous and mobile components, that can operate on the basis

of incomplete information. Global computers are fostering a new style of distributed

programming whose key principle is network awareness, i.e. applications have infor-

mation on network characteristics and can adapt to their variation. Code mobility has

proved to be a suitable abstraction to design and program network-aware applications.

To support this programming style new commercial/prototype programming languages

with suitable constructs have been designed (e.g. Agent TCL, Facile, Java, Obliq, Pict,

TACOMA, Telescript/Odissey); this activity has involved several important ICT compa-

nies (e.g. Dec, General Magic, IBM, Microsoft, Sun) and academic research institutes.

Global computers spreading has required the foundational research to develop speci-

fication and analysis techniques which can be used to build safer and trustworthy systems,

to demonstrate their conformance to specifications, and to analyse their behaviour. The-

oretical models and calculi could provide a sound basis for constructing systems which

are “sound by construction” and which behave in a predictable and analysable manner.

The crux is to identify what abstractions are more appropriate and to supply founda-

tional and effective tools to support development and certification (stating and proving

correctness) of global computing applications. Several foundational languages, presented

as process calculi or strongly based on them, have been developed that have improved

the formal understanding of the complex mechanisms underlying network awareness and

code mobility. We want to mention the Ambient calculus [9], the Dπ-calculus [22], the

DJoin calculus [18], and K [16]. Their programming models encompass abstrac-

tions to represent the execution contexts of the net where applications roam and run, and



primitive mechanisms for coordinating and monitoring the use of resources, and for sup-

porting the specification and the implementation of security policies. This paper should

be considered as a contribution to this line of research.

We focus on the programming paradigm introduced by K (Kernel Language for

Agents Interaction and Mobility [16]), an experimental language with constructs for pro-

gramming global computing applications that combines the process algebraic paradigm

with the coordination-oriented one. K shares similar intentions and motivations with

the other above mentioned mobile process calculi, but rests on different design choices1.

Distinctive features are communication through distributed repositories (a very flexible

model that meets global computing requirements [15, 11, 17]) and remote operations

(these supply a realistic abstraction level and avoid the need to heavily resort to code

mobility). K permits modelling large-scale distributed systems made up of several

mobile components that can explicitly refer to the network nodes where they can place

and retrieve data and processes. The nodes of a net can be thought of as physically dis-

tributed machines, or as logical partitions of the same machine, or, broadly speaking, as

shared resources. Each node can be accessed through its locality name and contains a

single data repository and processes in execution. K primitives allow programmers

to distribute and retrieve data and processes to and from the nodes of a net. Localities

can be dynamically created and communicated over the network and are handled via

sophisticated scoping rules à la π-calculus.

K has a rich set of constructs that ease the task of programming and are at the

basis of the programming language X-K [5], whose run-time system [6, 14] is writ-

ten in Java. The basic features of K have been abstracted into K
2 (core K),

a process calculus that permits modelling the real world accurately while enables de-

veloping effective and analytical tools to reason about program behaviours. Indeed, the

bisimulation congruences we introduce in this paper are powerful means to formalize

and prove properties of programs (that, once verified, can be translated into Java pro-

grams and then executed). The syntax of K and its operational semantics, based on

a labelled transition system (LTS) inspired by [26, 29], are given in Section 2.

In Section 3, we present (weak) behavioural congruences for K. We first in-

troduce a natural contextually defined behavioural semantics by following the approach

put forward in [24]. Thus, we define a reduction barbed congruence that considers as

equivalent those nets that cannot be taken apart by any observation during their compu-

tations in all (net) contexts. While intuitive, the definition of barbed congruence suffers

from universal quantification over contexts, that makes congruence checking very hard.

As it has been already done for other process calculi (e.g. [30, 1, 22, 25]), it is then im-

portant to devise proof techniques that avoid such quantification. Thus, by exploiting the

information carried by the labels of the LTS, we define a more tractable characterization

of barbed congruence as a non-standard labelled bisimilarity, thus obtaining a power-

ful coinductive proof technique. The definition of the bisimulations is inspired by [2,

28, 31]. Indeed, K is asynchronous (both in the communication and in the mobil-

1 We refer the interested reader to [4] for a full account of motivations and advantages of the

K approach and for an outline of its theoretical foundations and implementation efforts.
2 As a programming notation, K already appeared in [4]; here, we turn it into a calculus, by

equipping it with an LTS-based operational semantics and a sensible semantic theory.



ity paradigm) and higher-order (because process mobility is modelled by using labels

containing processes); moreover, our definition is complicated by process distribution.

By exploiting bisimilarity, we will establish some equational laws; at first sight, some

of them could be quite surprising. Let us consider the following ones

l :: P ‖ l′ :: nil = l :: nil ‖ l′ :: P (1)

l :: eval(P)@l′.Q ‖ l′ :: nil = l :: P|Q ‖ l′ :: nil (2)

where P and Q are generic processes, nil is the process that does not perform any action,

eval(P)@l′ is the operation of spawning process P for execution at l′, l :: P means that

P is running at l, ‖ and | are (net and process, resp.) parallel composition operators. Law

(1) indicates that, once the net is fixed, the actual distribution of processes is irrelevant,

while law (2) states that remotely executing a process is observationally equivalent to

executing the process locally. These two laws seem to contradict the design principles at

the basis of K! In fact, the laws highlight that the network model adopted in K

is too abstract and ideal, e.g. no failures take place. To enable reasoning about advantages

of process distribution and mobility and to permit applying the laws to find out possible

optimizations, additional features of the underlying network infrastructure must enter the

picture. To this aim, we extend the basic calculus with mechanisms for modelling failures

and node connections. Predictably, in both the two settings the above laws will not hold.

In Section 4, we enrich K with a mechanism for modelling corruption of data

(message omission), abnormal termination of processes and failures of nodes (fail-silent).

This is achieved by simply adding a rule to the LTS defining the operational semantics

of K (the definitions of the equivalences remain unchanged) that represents failures

as disappearance of a resource (a datum, a process or a whole node). This is a simple,

but realistic, representation of failures in a global computing scenario. Indeed, while the

presence of data/nodes can be ascertained, their absence cannot because there is no prac-

tical upper bound to communication delays. Thus, failures cannot be distinguished from

long delays and should be modelled as totally asynchronous and undetectable events [8].

The section ends with an illustrative example of application of our semantic theory to

model and prove the correctness of a distributed fault-tolerant protocol, the k-set agree-

ment [13].

In Section 5, we focus on another relevant aspect of global computers, namely the un-

derlying interconnection structure. In the setting presented so far, we implicitly assumed

that the graph connecting the nodes of a net is always complete (i.e. is a clique). How-

ever, when a net is made up of millions of nodes (like the Internet), such an assumption is

clearly unreasonable due to the large number of physical connections and to possible fail-

ures. It is then more realistic to think of, and model, the underlying interconnection struc-

ture as a (not-completely connected) graph. In this case, sophisticated routing algorithms

are needed to dynamically select, according to some given parameters, the path that a re-

mote operation must follow. To explicitly model node interconnections, we introduce net

components that represent physical (bidirectional) connections between two nodes. We

show the modification necessary to the operational semantics and the behavioural theory,

and a simple application of the new features.

We discuss related work in the conclusion. Due to space limitation, we sketch the

proofs of major results in the Appendixes and refer the interested reader to the full paper

[21] for a detailed account.



N: P:

N ::= 0
∣∣∣ l :: C

∣∣∣ (νl)N
∣∣∣ N1‖N2 P ::= nil

∣∣∣ a.P
∣∣∣ P1|P2

∣∣∣ X
∣∣∣ rec X.P

C: A:

C ::= 〈l〉
∣∣∣ P

∣∣∣ C1|C2 a ::= in(p)@u
∣∣∣ out(u2)@u1

∣∣∣ eval(P)@u
∣∣∣ new(l)

I P:

p ::= u
∣∣∣ ! x

Table 1. K Syntax

2 The Process Language K

The syntax of K is reported in Table 1. A countable set N of names l, l′, . . . , u,

. . . , x, y, . . . , X,Y, . . . is assumed. Names provide the abstract counterpart of the set of

communicable objects and can be used as localities, basic variables or process variables:

we do not distinguish between these three kinds of objects. Notationally, we prefer letters

l, l′, . . . when we want to stress the use of a name as a locality, x, y, . . . when we want to

stress the use of a name as a basic variable, and X,Y, . . . when we want to stress the use

of a name as a process variable. We will use u for basic variables and localities.

Processes, ranged over by P,Q,R, . . ., are the K active computational units and

may be executed concurrently either at the same locality or at different localities. They

are built up from the terminated process nil and from the basic actions by using prefixing,

parallel composition and recursion. Actions permit removing/adding data from/to node

repositories, activating new threads of execution and creating new nodes. Action new is

not indexed with an address because it always acts locally; all the other actions explicitly

indicate the (possibly remote) locality where they will take effect. Notice that in(l)@l′

differs from in(!x)@l′ in that the former evolves only if datum 〈l〉 is present in l′, while the

latter accepts any datum. Hence, in(l)@l′ is a form of name matching operator derived

from the L [20] pattern matching.

Nets, ranged over by N,M, . . ., are finite collections of nodes. A node is a pair l :: C,

where locality l is the address of the node and C is the (parallel) component located at

l. Components, ranged over by C,D, . . ., can be either processes or data, denoted by 〈l〉.

In the net (νl)N, the scope of the name l is restricted to N; the intended effect is that if

one considers the net N1 ‖ (νl)N2 then locality l of N2 cannot be immediately referred to

from within N1.

Names (i.e. localities and variables) occurring in K processes and nets can be

bound. More precisely, prefix in(!x)@u.P binds x in P; this prefix is similar to the λ-

abstraction of the λ-calculus. Prefix new(l).P binds l in P, and, similarly, net restriction

(νl)N binds l in N. Finally, rec X.P binds X in P. A name that is not bound is called free.

The sets fn(·) and bn(·) (respectively, of free and bound names of a term) are defined

accordingly. The set n(·) of names of a term is the union of its sets of free and bound

names. As usual, we say that two terms are alpha-equivalent if one can be obtained from

the other by renaming bound names. We shall say that a name u is fresh for if u < n( ).

In the sequel, we shall work with terms whose bound names are all distinct and different

from the free ones.

Notation 1 We write A
a

= T to mean that A is of the form T ; this notation is used to

assign a symbolic name A to the term T . We shall use notation ·̃ to denote tuples of



objects (e.g. l̃ is a tuple of names). Moreover, if x̃ = (x1, ..., xn), we shall assume that

xi , x j for i , j. If x̃ = (x1, . . . , xn) and ỹ = (y1, . . . , ym) then x̃, ỹ will denote the tuple

of pairwise distinct elements (x1, . . . , xn, y1, . . . , ym). When convenient, we shall regard a

tuple simply as a set. We shall sometimes write in()@l, out()@l and 〈〉 to mean that the

argument of the actions or the datum are irrelevant. Finally, we omit trailing occurrences

of process nil and write Π j∈J Tj for the parallel composition (both ‘|’ and ‘‖’) of terms

(components or nets, resp.) Tj.

K operational semantics is given in terms of a structural congruence and a la-

belled transition relation. For the sake of presentation, we introduce the syntactic cate-

gory of inert components

I ::= nil

∣∣∣ 〈l〉

for grouping those components that are unable to perform any basic operation.

The structural congruence, ≡, formally defined in [21], identifies nets which intu-

itively represent the same net. It is inspired to π-calculus’s structural congruence (see,

e.g., [29]) and includes laws stating that ‘‖’ is commutative, associative and has 0 as

identity element, laws equating alpha-equivalent nets, laws regulating scope extensions

and commutativity of restrictions, and laws allowing to freely fold/unfold recursive pro-

cesses. Moreover, the following laws are peculiar to our setting:

(A) l :: C ≡ l :: C|nil (C) l :: C1|C2 ≡ l :: C1 ‖ l :: C2

(RN) (νl)N ≡ (νl)(N ‖ l :: nil)

Law (A) states that nil is the identity for ‘|’; law (C) turns a parallel between

co-located components into a parallel between nodes (thus, it is also used to achieve

commutativity and associativity of ‘|’); finally, (RN) says that any restricted name

can be used as the address of a node3.

The labelled transition relation,
α
−→ , is defined as the least relation over nets induced

by the inference rules in Table 2. Transition labels take the form

χ ::= τ
∣∣∣ (ν̃l) I @ l α ::= χ

∣∣∣ (ν̃l) C . l1
∣∣∣ l2 / l1

We will write bn(α) for l̃ if α = (ν̃l) I @ l or α = (ν̃l) C . l, and for ∅, otherwise. fn(α)

is defined accordingly. We also use function tgt(·) defined on the labels as follows

tgt(α)
a

=

{
{l} if α = (ν̃l) I @ l , (ν̃l) C . l

UNDEF otherwise

Let us now briefly comment on some rules of the LTS; most of them are adapted from

the π-calculus [29]. Rules (O) and (E) express the intention of sending a component;

however, the datum/process will be effectively put in the target node only if such a node is

3 Restricted names can be thought of as private network addresses, whose corresponding nodes

can be activated when needed, and successively deactivated, by the owners of the resource (i.e.

the nodes included in the scope of the restriction). If names would represent not only localities

but also other communicable objects, the law should be slightly modified for it to deal only with

bound locality names.



(O) (E)

l :: out(l2)@l1.P
〈l2〉 . l1

−−−−−−→ l :: P l :: eval(Q)@l1.P
Q . l1

−−−−−→ l :: P

(I) (M)

l :: in(! x)@l1.P
l2 / l1

−−−−−→ l :: P[l2/x] l :: in(l2)@l1.P
l2 / l1

−−−−−→ l :: P

(N) (E)

l :: new(l′).P
τ

−→ (νl′)(l :: P) l :: I
I @ l

−−−−→ l :: nil

(R)

N
α
−→ N′ l < n(α)

(νl)N
α
−→ (νl)N′

(O)

N
α
−→ N′ l ∈ fn(α) − tgt(α)

(νl)N
(νl)α
−−→ N′

(S)

N1

C . l
−−−−→ N′

1 N2

nil @ l
−−−−−→ N′

2

N1 ‖ N2

τ
−→ N′

1 ‖ N′
2 ‖ l :: C

(C)

N1

l2 / l1
−−−−−→ N′

1 N2

〈l2〉 @ l1
−−−−−−−→ N′

2

N1 ‖ N2

τ
−→ N′

1 ‖ N′
2

(P)

N1

α
−→ N2 bn(α) ∩ fn(N) = ∅

N1 ‖ N
α
−→ N2 ‖ N

(S)

N ≡ N1 N1

α
−→ N2 N2 ≡ N′

N
α
−→ N′

Table 2. K Operational Semantics

present in the net (rule (S)). Similarly, for an input to be performed, rules (I) (given

in an early style) and (M) require the existence of the chosen datum in the target node

(rule (C)). Rule (M) says that action in(l2)@l1 consumes exactly the datum 〈l2〉

at l1, while rule (I) says that action in(! x)@l1 can consume any datum at l1. Rule (N)

says that execution of action new(l′) simply adds a restriction over l′ to the net; from

then on, a new node with locality l′ can be allocated/deallocated by using law (RN).

Rule (E) points out existence of nodes (label nil @ l) or of data (label 〈l2〉 @ l1).

Rule (O) signals extrusion of bound names; it can be applied only if function tgt(α)

in its premise is defined. As in some presentation of the π-calculus, (O) is used to

investigate the capability of processes to export bound names, rather than to really extend

the scope of bound names. To this last aim, structural scope extension is used; in fact, in

rules (S) and (C) labels do not carry any restriction on names (whose scope must

have been previously extended). Rules (R), (P) and (S) are standard.

K adopts a L-like [20] communication mechanism; thus, data are anony-

mous and associatively accessed (via pattern matching) and communication is asyn-

chronous. Indeed, even if there exist prefixes for placing data to (possibly remote) nodes,

no synchronization takes place between (sending and receiving) processes. On the con-

trary, a sort of synchronization takes place between a sending process and its target node

(because existence of the node is verified before sending data to it). A similar synchro-

nization takes place between the node hosting a datum and the process looking for it.



3 Behavioural Congruences

We start by introducing a natural contextually defined behavioural semantics by follow-

ing the approach put forward in [24]. Thus, we first define a notion of observation (also

called barb) and then rely on it to define a net congruence relation that considers as equiv-

alent those nets that cannot be taken apart by any observation during their computations

in any (net) context. As a matter of notation, we let =⇒ to stand for
τ

−→∗,
α

=⇒ to stand for

=⇒
α

−→ =⇒ , and
α̂

=⇒ to stand for =⇒ , if α = τ, and for
α

=⇒ , otherwise.

Definition 2 (Barbs and Net Contexts). Predicate N ↓ l holds true if and only if N ≡

(ν̃l)(N′ ‖ l :: 〈l′〉) for some l̃, N′ and l′ such that l < l̃. Predicate N ⇓ l holds true if and

only if N =⇒ N′ for some N′ such that N′ ↓ l. A net context C[·] is a K net with an

occurrence of a hole [·] to be filled with any net. Formally,

C[·] ::= [·]
∣∣∣ N ‖ C[·]

∣∣∣ (ν̃l)C[·]

Definition 3 (Reduction Barbed Congruence). Reduction barbed congruence, �, is the

largest symmetric relation between K nets such that N1 � N2 implies that:

1. for every locality name l, N1 ↓ l implies that N2 ⇓ l

2. if N1

τ

−→ N′
1
then N2 =⇒ N′

2
and N′

1
� N′

2

3. for every net context C[·], it holds that C[N1] � C[N2]

We have chosen the basic observables by taking inspiration from the corresponding

ones of the asynchronous π-calculus [2]. One may wonder if our choice is “correct”

and argue that there are other alternative notions of basic observables that seem quite

natural. A first alternative could be to consider as equivalent two nets if they have the

same set of free node localities. A second alternative could be to consider as equivalent

two nets if they make available the same set of data, possibly in different nodes. A

third alternative comes out from bringing together the previous two ones, thus we could

consider as equivalent two nets if they have exactly the same data at the same localities.

In the full paper [21], we prove that all the reduction barbed congruences induced by

these three alternative observables coincide with our congruence (except for the first

one, that is too coarse). This means that our results are largely independent from the

observable chosen and supports our choice.

As we said in the Introduction, barbed congruence of two nets is hard to prove be-

cause its definition exploits a closure under all possible net contexts. We now introduce a

coinductive proof technique that will turn out to exactly capture barbed congruence. We

use the information carried in the labels of the LTS to throw away the universal quantifi-

cation over the net contexts which is part of the definition of barbed congruence. In this

way, we obtain an alternative characterization of � in terms of a labelled bisimilarity.

Definition 4 (Bisimilarity). A symmetric relation < between K nets is a (weak)

bisimulation if for each N1<N2 it holds that:

1. if N1

χ

−→ N′
1
then N2

χ̂

=⇒ N′
2
and N′

1
<N′

2
;

2. if N1

(ν̃l) C . l
−−−−−−→ N′

1
then N2 ‖ l :: nil =⇒ N′

2
and (ν̃l)(N′

1
‖ l :: C) < N′

2



3. if N1

l2 / l1
−−−−−→ N′

1
then N2 ‖ l1 :: 〈l2〉 =⇒ N′

2
and N′

1
‖ l1 :: nil < N′

2
.

Bisimilarity, ≈, is the largest bisimulation.

Our bisimulation is somehow inspired by that in [28]. The key idea is that, since send-

ing operations are asynchronous, a sending operation by a net N1, say N1

(ν̃l) C . l
−−−−−−→ N′

1
,

can be simulated by a net N2 (in a context where the locality l is provided) through exe-

cution of some internal actions that lead to N′
2
. Indeed, since we want our bisimulation to

be a congruence, a context that provides the target locality of the sending action must not

tell apart N1 and N2. Hence, for N1 ‖ l :: nil to be simulable by N2 ‖ l :: nil, it must hold

that, upon transitions, (ν̃l)(N′
1
‖ l :: C) is simulable by N′

2
. Similar considerations hold

also for the case of the input actions (third item of Definition 4), but the context now is

[·] ‖ l1 :: 〈l2〉.

In both cases we do not need to add extra requirements on the reducts because the

recursive closure of ≈ implicitly takes into account their behaviours. This is similar to

the higher order bisimulation of [31], but there the sent processes are replicated since

they are the object of a communication and might be put in execution several times.

We can now state our main result (a sketch of the proof can be found in the Ap-

pendix A), stating that ≈ exactly captures �.

Theorem 1 (Alternative characterization). ≈ = � .

We end this section by presenting some illustrative equational laws that can be easily

proved sound by using bisimilarity and argue on their practical applicability.

Proposition 1. The following laws do hold:

a. l :: P ‖ l′ :: nil ≈ l :: nil ‖ l′ :: P

b. l :: eval(P)@l′.Q ‖ l′ :: nil ≈ l :: P|Q ‖ l′ :: nil

c. (νl)(l :: I1|...|Ik) ≈ 0

d. (νl)(l :: nil ‖ l′ :: in(!x)@l.P) ≈ l′ :: nil, if l′ , l

e. (νl)(l :: 〈l1〉 ‖ l′ :: in(l2)@l.P) ≈ l′ :: nil, if l′ , l and l2 , l1
f. l′ :: rec X.in(!x)@l.out(x)@l.X ≈ l′ :: nil

Distribution Transparence and Mobile Processes. Property 1.a gives an evidence of the

fact that the model of process distribution we adopt is (for the moment) too abstract and

ideal (e.g. no failures take place); thus, once the net is fixed, the actual distribution of

processes is irrelevant. Property 1.b is derived from the previous one but gives deeper

information about mobile code applications. The law states that, in our ideal model of

distribution, remotely spawning and executing a mobile process is observationally equiv-

alent to executing the process at the sending node. Indeed, the major advantages of mobile

code are efficiency (because the burden of the execution of P is not charged to l; thus l can

execute Q faster), reduced network load (because code mobility can reduce the number

of remote operations), and possibility of performing disconnected operations (because

l can disconnect itself from the net and retrieve P’s results whenever it will reconnect

again). All these features make a difference when we consider more concrete settings,

like those obtained by introducing failures or connections. In both cases, the two laws

will fail.



Perfect Firewall and Deadlocks. Similarly to [9], Property 1.c states that a restricted

locality acts like a perfect firewall (i.e. its presence does not influence the computation)

if it only hosts inert components and no other nodes try to interact with it. This fact can

be generalized to a scenario where one or more processes try to input some data from a

restricted locality but

– either no data is present (Property 1.d),

– or only non-matching data are present (Property 1.e).

These are two special cases where a deadlock can occur within a distributed system:

indeed, the input prefix acts as a blocking action for P since no admissible data will ever

be available at the restricted locality l.

Asynchrony. Property 1. f is inspired by [2] and states that communication in K is

asynchronous. This law also motivated the choice to omit the L action read when

reducing K to K. In fact, action read is relevant, e.g., for security reasons (re-

moving a datum while reading it via an in requires a different capability than simply

accessing it via a read) that are ignored in this paper.

4 Modelling Failures

We now enrich K with a mechanism for modelling various forms of failures. This

is achieved by adding to the LTS of Table 2 the rule

(F) l :: C
τ

−→ 0

This rule models corruption of data (message omission) if C
a

= 〈d1〉| . . . |〈dn〉, node (fail-

silent) failure if l :: C collects all the clones of l, and abnormal termination of some

processes running at l otherwise.

The recursive closure of both barbed congruence and labelled bisimulation already

forces the corruption of the same data and the failure of the same nodes to take place at

the same time; as regards process abnormal termination, it will be the evolution of the

involved nets that will affect the equivalence. Therefore, we do not need to change the

definitions of the equivalences; we simply let ≈ f and � f denote the labelled bisimilarity

and the barbed congruence in the calculus with failures and still we have

Theorem 2. ≈ f = � f .

Before applying the theory presented so far to a relevant example, we want to com-

ment on the choice of modelling failures as disappearance of a resource (a datum, a

process or a whole node). This is a simple, but realistic, way of representing failures,

specifically fail-silent and message omission, in a global computing scenario [8]. Indeed,

while the presence of data/nodes can be ascertained, their absence cannot because there

is no practical upper bound to communication delays. Thus, failures cannot be distin-

guished from long delays and should be modelled as totally asynchronous and unde-

tectable events.

We now apply our coinductively defined bisimulation to verify the correctness of k–

set agreement [13], a simple distributed fault-tolerant protocol. To this aim, we will firstly

present the problem and describe a possible solution; we then implement the protocol as



a K net and formalize the correctness of the protocol in terms of net equivalences.

The detailed proofs of these equivalences are given in the full paper [21]; a proof sketch

is in the Appendix B.

Let us start by describing the problem and a possible solution by following [3]. Sup-

pose to have an asynchronous message-passing totally-connected distributed system with

n principals; each principal has an input value (taken from a totally ordered set) and must

produce an output value. The principals can fail and we adopt a fail-silent model of fail-

ures; however, the communication medium is reliable, i.e. messages sent will surely be

received although the order and the moment in which messages will arrive are unpre-

dictable because of asynchrony. The agreement problem requires to find a protocol that

satisfies three properties: termination (i.e. the non-faulty principals eventually produce

an output), agreement (i.e. all the non-faulty principals produce the same output value)

and validity (i.e. the output value must be one of the input values). It is well-known (see,

e.g. [3]) that a solution for this problem does not exists even if a single failure occurs.

The k–set agreement problem relaxes the agreement property to enable the existence

of a solution. Indeed, for each 1 ≤ k ≤ n, it requires that, assuming that there are at most

k − 1 principals failing during the execution of the protocol, the non-failed principals

successfully complete their execution by producing outputs taken from a set whose size

is at most k. Notice that for k = 1 we get the agreement problem without failures.

A possible solution for the k–set agreement problem is given by the following proto-

col, executed by each principal:

– send the input value to all principals (including yourself)

– wait to receive n − k + 1 values

– output the minimum value received

In this way, if we call I the set of the input values, the set of output values O is formed

by the k smallest values in I (for the sake of simplicity, we assume that the elements in

I are pairwise distinct; however, the protocol works even if input values are duplicated –

in this case I and O are multisets).

Before illustrating the details of our solution, we want to remark that other solutions

to the agreement problem in presence of failures have been given in literature. Some of

these solutions use failure detectors [12, 3]. Recently, one such solution has been formal-

ized and proved sound by using a process algebraic approach [27]. The solution presented

is, however, heavier than ours and exploits properties of the operational semantics, in-

stead of working in a (simpler) equational setting. Moreover, it exploits failure detectors

which are hardly implementable in a global computing scenario.

For the sake of readability, we let integers to play the role of the input/output values

and assume a way of finding the minimum in a set of integers. These features do not

increase the expressive power of the calculus, since integers (and operations over them)

can be encoded in K by properly adapting their π-calculus encodings. With abuse

of notation, we shall write out(Expr)@l to mean

evaluate Expr to value d . out(d)@l

and similarly for in(Expr)@l. We will always use totally defined operations, thus no

action will be ever blocked by the evaluation phase (i.e. the evaluation always succeeds).

We now present the implementation of the protocol. First of all, the principals are

represented as distinct nodes, whose addresses are taken from the set l̃
a

= { l1, . . . , ln};



moreover, we let di ∈ I to be the input value of the principal associated to the node

whose address is li. Once we fix the value for k, the node li hosts the process

Pk
i

a

= out(di)@l1. . . . .out(di)@ln.in(!zi
1)@li. . . . .in(!zi

n−k+1)@li.out(mi)@l

with mi

a

= min{zi
j
: j = 1, .., n − k+ 1}. Thus, the net implementing the whole protocol is

Nk
n

a

= (ν̃l)(
n

Π
i=1

li :: Pk
i )

We restricted the localities associated to the principals because no external context is

allowed to interfere with the execution of the protocol. Notice that, having restricted the

l̃, no out prefix will ever block Pk
i

(because of law (RN)). However, this does not

prevent failures: the failure of (a reduct of) Pk
i
is indeed the failure of principal i.

A formulation of the three properties for the k–set agreement problem is given by

Equations (3) and (4) below. The formalization of k–set agreement and validity properties

is given by the Equation

Nk
n ≈ f Mk

n (3)

There, we exploit the auxiliary net

Mk
n

a

= (ν̃l, l̃′)(
n

Π
i=1

( li :: Qk
i ‖ l′i :: Π

w∈O
〈w〉 ) )

where

Qk
i

a

= out(di)@l1. . . . .out(di)@ln.in(!zi
1)@li. . . . .in(!zi

n−k+1)@li.in(mi)@l′i .out(mi)@l

We assume that nodes whose addresses are in l̃′ cannot fail; this is reasonable because

they are only auxiliary nodes and hence their failure is irrelevant for the original formula-

tion of the problem. Intuitively, node l′
i
acts as a repository for li and contains the possible

output values (i.e. the elements of O), while the last in action of Qk
i
is a test for checking

that the output value produced by the principal i is in O. The net Mk
n obviously satisfies

the wanted properties since its principals output only values present in O. The fact that

|O| = k then implies the k–set agreement property, while the fact that O ⊆ I implies

validity.

In order to prove the termination property, it suffices to prove that

N̂k
n ‖ l :: nil ≈→

f l ::
n−k+1

Π
j=1

〈〉 (4)

where ≈→
f
, called simulation, is defined like ≈ f but without imposing the symmetry con-

straint (whenever N ≈→
f

M we shall say that N simulates M, in that each action of M

can be properly replied – according to Definition 4 – by N) and N̂k
n is defined as Nk

n but

uses processes P̂k
i
that are defined like Pk

i
but action out(mi)@l is replaced by out()@l.

Clearly, if we only consider termination, Nk
n and N̂k

n are equivalent, in the sense that a

non-faulty principal produces an output value in the first net if and only if its counterpart

produces an output in the second net.

5 Modelling Connections

To explicitly model physical (bidirectional) connections between two K nodes, we

add the production

N ::= . . .
∣∣∣ {l1 ↔ l2}



to the syntax in Table 1. We permit duplicates of the same connection, since the same

two nodes could be connected by using different physical links; hence the net N ‖ {l1 ↔

l2} ‖ {l1 ↔ l2} is allowed. The semantics relies on the following additional structural laws

that intuitively say that connections are bidirectional, that nodes are self-connected and

that if there exists a connection {l1 ↔ l2} then nodes l1 and l2 do exist.

(BD) {l1 ↔ l2} ≡ {l2 ↔ l1} (S) l :: nil ≡ {l ↔ l}

(CN) {l1 ↔ l2} ≡ {l1 ↔ l2} ‖ l1 :: nil

Moreover, we modify the structural law (RN) according to the intuition that a re-

stricted name is a private, always available resource of the processes knowing that name.

(RN
′)

N ≡ (ν̃l)(N′ ‖ l′ :: P) l ∈ fn(P)

(νl)N ≡ (νl)(N ‖ {l ↔ l′})

The operational semantics is modified by adding the rule

(C) {l1 ↔ l2}
l1 → l2
−−−−→ {l1 ↔ l2}

to the LTS in Table 2. Label l1 → l2 describes the structure of the net and hence it

must be faithfully replied to in the bisimulation game; thus χ ::= . . .
∣∣∣ l1 → l2. We let

fn(l1 → l2) = {l1, l2}, bn(l1 → l2) = ∅ and tgt(l1 → l2) to be undefined. For taking

connections into account when performing remote operations, rules (S) and (C)

must be modified so that they can be applied only if the node where an action is performed

and the target node of the action are directly connected (later on we will investigate the

general case of indirect connections). For keeping track of the node where an action is

performed, we introduce rule

(S)
l :: a.P

α

−→ l :: Q α , χ

l :: a.P
l : α
−−→ l :: Q

and let fn(l : α) = {l} ∪ fn(α), bn(l : α) = bn(α) and tgt(l : α) = {l} ∪ tgt(α). Now, the

rules for sending components and for communication become

(S′)

N1

l1 : C . l2
−−−−−−−→ N′

1 N2

l1 → l2
−−−−→ N′

2

N1 ‖ N2

τ

−→ N′
1 ‖ N′

2 ‖ l2 :: C

(C
′)

N1

l1 : l / l2
−−−−−−→ N′

1 N2

l1 → l2
−−−−→

〈l〉 @ l2
−−−−−−→ N′

2

N1 ‖ N2

τ

−→ N′
1 ‖ N′

2

We let �c to be the reduction barbed congruence arising when considering this new

LTS. We can now define the corresponding bisimilarity and state their coincidence.

Definition 5 (Connection-based Bisimilarity). A symmetric relation < between K-

 nets is a connection-based (weak) bisimulation if for each N1<N2 it holds that:

1. if N1

χ

−→ N′
1
then N2

χ̂

=⇒ N′
2
and N′

1
< N′

2

2. if N1

(ν̃l)l1 : C . l2
−−−−−−−−−−→ N′

1
then N2 ‖ {l1 ↔ l2} =⇒ N′

2
and (ν̃l)(N′

1
‖ l2 :: C ‖ {l1 ↔

l2}) < N′
2

3. if N1

l1 : l / l2
−−−−−−→ N′

1
then N2 ‖ l2 :: 〈l〉 ‖ {l1 ↔ l2} =⇒ N′

2
and N′

1
‖ {l1 ↔ l2} < N′

2



Connection-based bisimilarity, ≈c, is the largest connection-based bisimulation.

Theorem 3. ≈c = �c.

To conclude this section, we present an application that exploits the new features of

the calculus. In the setting we introduced, a process at l can perform action out(d)@l′

only if l and l′ are directly connected. We now supply a protocol to deliver d from l to l′

under the assumption that there exists a path of connections from l to l′ in the connection

graph. For the sake of simplicity, we shall rely on polyadic communication: thus tuples

of names, ranged over by t, will be used as basic data. Data will be retrieved by using

pattern matching. A pattern T is a sequence of names u and bound names !x. T matches

against t if T and t have the same number of fields and corresponding fields match (i.e.

two names match if they are identical, while a bound name matches any name). In this

case, l′ :: in(T )@l.P and l :: 〈t〉 may synchronize; as a result of the communication, the

bound names in T are replaced in P with the corresponding names in t. In the full paper

[21], we prove that polyadic communication does not add expressivity to the language.

For the sake of readability, we define a (derived) conditional construct to select one

between two processes for execution while discarding the other. It is defined as:

if u = u′ then P xorelse Q
a

=

new(l).eval ( out(res, ff)@l.out(u)@l.in(u′)@l.in(res, ff)@l.out(res, tt)@l )@l.

( in(res, tt)@l.P | in(res, ff)@l.Q )

where we assume res, tt and ff to be reserved fresh names. It can be easily proved that

if u , u′ then only Q can evolve; however, if u = u′ then exactly one between P and

Q can evolve (according to the chosen interleaving of actions). This behaviour slightly

differs from that of a standard if-then-else; however, for our purposes, it suffices.

We assume that, for each pair of (possibly indirectly) connected localities l1 and l2,

there is a (permanent and unique) tuple 〈l2, l3〉 at l1 recording the next directly connected

node l3 to visit for reaching l2.
4 Now, the mobile agent delivering datum d from l to l′ is

Deliver(d, l, l′)
a

= new(l′′).out(l)@l′′.rec X.in(!x)@l′′.in(l′, !y)@x.out(l′, y)@x.

if y = l′ then out(d)@l′ xorelse out(y)@l′′.eval(X)@y

Intuitively, the restricted locality l′′ acts as a repository storing the locality where the

process is currently running. The recursive part first retrieves the current locality x, then

gets the next node y to visit before reaching l′; if such a node is l′ itself, then the current

node is directly connected to l′ and action out(d)@l′ ends the process, otherwise the

process migrates to node y and iterates its behaviour.

Soundness of the protocol can be formalized as follows. Let l′ be the address of a

node in N. If l is connected to l′ in N, then N ‖ l :: Deliver(d, l, l′) ≈c N ‖ l′ :: 〈d〉;

otherwise, N ‖ l :: Deliver(d, l, l′) ≈c N ‖ l :: nil. The proofs can be found in the full

paper [21].
4 The main goal of routing algorithms is to build this data structure (called routing table) at the

outset and to maintain its consistency during net evolution. In our setting, connections do not

change during net evolution: this simplifies the example, in that the routing table is calculated

once and for all at the outset.



6 Conclusions and Related Work

We have presented a semantic theory for K, a process calculus with process distri-

bution, process mobility, remote operations and asynchronous communication through

distributed repositories. This combination of design choices has already proved to be

valuable from an implementative and applicative point of view. The semantic theory we

introduced in this paper, to the best of our knowledge, is the first one for a calculus with

the features of K. Moreover, it has proven to be robust also when extending K

with basic mechanisms for explicitly modelling failures and node connections.

Devising equivalences for K has been a non trivial task; there are other possible

definitions and a comprehensive study of these choices will be essential (a preliminary

study can be found in the full paper). For example, different equivalence notions could

be obtained by relying on the same observables we defined in this paper and by using

the general approach of [7]. The K setting has proved to easily fit for modelling

failures and node connections. However, there is still some work to be done. For example,

further mechanisms should be devised for modelling other forms of failures, like the

bizantine ones. Another topic worth of investigation is how to enrich the simple (static)

model of node connectivity considered here with the ability of dynamically establishing

and managing connections. This feature would be desirable because disconnections and

intermittent connections are essential ingredients of global computing applications and

could be exploited to model mobile computing. It would also be interesting to analyze

efficiency issues when dealing with routing scenarios (some ideas can be found in the full

paper). Finally, we have been mainly interested in studying low-level features that in real

life can affect the effective interconnection network of global computers. We leave for

future work the study of abstractions, e.g. administrative domains and security policies,

that determine virtual networks on top of the effective one. To this aim, dynamically

evolving type environments could be exploited to constraint processes behaviour.

We conclude by reviewing related work on observational equivalences for calculi

with process distribution and mobility (many of them are surveyed in [10]). In the

nineties, many CCS-like process calculi have been enriched with localities to explic-

itly describe the distribution of processes. The aim was mainly to provide these calculi

with non interleaving semantics or, at least, to differentiate processes’ parallel compo-

nents (thus obtaining more inspective semantics than the interleaving ones). This line of

research is far from the one in which K falls, where localities are used as a mean

to make processes network aware thus enabling them to refer to the network locations

as target of remote communication or as destination of migrations. Localities are not

only considered as units of distribution but, according to the case, as units of mobility, of

communication, of failure or of security.

[30] and [1] extend, resp., CCS and π-calculus with process distribution and mo-

bility. In both cases, processes run over the nodes of an explicit, flat and dynamically

evolving net architecture. Nodes can fail thus causing loss of all hosted processes. There

are explicit operations to kill nodes and to query the status of a node. The failures model

adopted is fail-stop, thus failures can be detected. This is suitable for distributed com-

puting but clashes with the assumptions underlying global computing. The operational

semantics uses information on the state of nodes but it is otherwise very close to that

of CCS/π-calculus. In the first paper, non-standard bisimulations are defined that capture



barbed congruence and a symbolic characterization of the relations is given that improves

their tractability. In the second paper, an asynchronous bisimulation is defined that coin-

cides with barbed equivalence: this is done by defining an encoding into the π1-calculus

(a typed version of the asynchronous π-calculus [2] where for each channel c there is

only one process that can read along c).

Another distributed version of the π-calculus is presented in [22]; the resulting cal-

culus contains primitives for code movement and creation of new localities/channels in a

net with a flat architecture. Over the LTS defining the semantics of the calculus, a typed

bisimulation (with a tractable formulation) is defined that exactly capture typed barbed

equivalence. The use of types illustrates the importance of having the rights to observe

a given behaviour: indeed, different typings (i.e. observation rights) generate different

bisimulations, that are finer as long as the typing is less restrictive. No low-level features,

like failures and connections, are considered; thus, remote operations are always enabled

if the corresponding capabilities are owned.

In the Distributed Join calculus [18], located mobile processes are hierarchically

structured and form a tree-like structure evolving during the computation. Entire sub-

trees, and not only single processes, can move and fail. Some interesting laws and prop-

erties are proved using a contextual barbed equivalence, but no tractable characterization

of the equivalence is given and it is not even obvious how to extend the characteriza-

tion of barbed bisimulation for the (non-distributed) Join calculus introduced in [19] to

account for distribution and agent mobility.

The Ambient calculus [9] is an elegant notation to model hierarchically structured

distributed applications. Though the definition of its reduction semantics is very simple,

the formulation of a reasonable, possibly tractable, observational equivalence is a very

hard task. The calculus is centered around the notion of connections between ambients,

that are containers of processes and data. Each primitive can be executed only if the

ambient hierarchy is structured in a precise way; e.g., an ambient n can enter an ambient

m only if n and m are sibling, i.e. they are both contained in the same ambient. This

fact greatly complicates the definition of a tractable equivalence. Recently, in [25], a

bisimulation capturing Ambient’s barbed congruence has been defined. This has been

done by structuring the syntax into two levels, namely processes and nets (where the latter

ones are particular cases of the former ones), and by exploiting an involved LTS (using

three different kinds of labels). However, the defined bisimulation is not standard and

suffers from a quantification over all the possible processes. To the best of our knowledge,

no notion of failure has ever been introduced in the Ambient calculus.
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A Proof Sketch of Theorem 1

We now present the steps needed to prove the main theorem of this paper. The proofs of

the following claims can be found in the full paper [21]. The next proposition relates the

labels of the LTS with the structure of the net performing the corresponding action.

Proposition 2. The following facts hold:

1. N
nil @ l
−−−−−−→ N′ if and only if N ≡ N′′ ‖ l :: nil; moreover, N′′ ≡ N′ ≡ N.

2. N
〈l′〉 @ l
−−−−−−→ N′ if and only if N ≡ N′′ ‖ l :: 〈l′〉; moreover, N′ ≡ N′′ ‖ l :: nil.

3. N
(νl′) 〈l′〉 @ l
−−−−−−−−−→ N′ if and only if N ≡ (νl′)(N′′ ‖ l :: 〈l′〉) for l , l′; moreover, N′ ≡

N′′ ‖ l :: nil.

We exploit the notion of bisimulation up-to structural congruence: it is defined as a

bisimulation except for the fact that the < in the consequents of Definition 4 is replaced

by the composed relation ≡ < ≡.

Lemma 1. Let ≈≡ be the largest bisimulation up-to structural congruence. Then ≈≡ ⊆ ≈.

We can now characterize all the possible executions of the net C[N] in terms of the

evolutions of N and C[·] separately.

Lemma 2. C[N]
α

−→ N̄ if and only if one of the following conditions hold:

1. N
α

−→ N′ with n(α) ∩ bn(C[·]) = ∅, or

2. C[0]
α

−→ C′ [0], or

3. N
α
′

−→ N′ with α = (νl)α′, C[·]
a

= C1[(νl)C2[·]] and fn(α) ∩ bn(C1[·],C2[·]) = ∅, or

4. C[·]
a

= C1[C2[·] ‖ H] with H
nil @ l
−−−−−−→ H′, N

(ν̃l)C . l
−−−−−−→ N′ and l < bn(C2[·]), or

5. C[·]
a

= C1[C2[·] ‖ H] with H
(ν̃l)C . l
−−−−−−→ H′, N

nil @ l
−−−−−−→ N′ and l < bn(C2[·]), or

6. C[·]
a

= C1[C2[·] ‖ H] with H
(ν̃l) 〈l2〉 @ l1
−−−−−−−−−→ H′, N

l2 / l1
−−−−−→ N′ and {l1, l2}∩bn(C2[·]) = ∅,

or

7. C[·]
a

= C1[C2[·] ‖ H] with H
l2 / l1
−−−−−→ H′, N

(ν̃l) 〈l2〉 @ l1
−−−−−−−−−→ N′ and l1 < bn(C2[·]).

Moreover, the resulting net N̄ is, respectively, structurally equivalent to C[N′], or C′[N],

or C1[C2[N
′]], or C[(ν̃l)(N′ ‖ l :: C)], or C1[C2[N] ‖ (ν̃l)(H′ ‖ l :: C)], or C1[(ν̃l)C2[N

′ ‖

H′]] (cases 6 and 7.). Finally, α = τ in cases 4., 5., 6., and 7. .

The last Lemma is used to prove the following key result.

Lemma 3. ≈ is a congruence relation.

In particular, the proof consists in showing that the relation { (C[N],C[M]) : N ≈ M } is

a bisimulation up-to ≡. This result then easily implies that ≈ is transitive. Now it is easy

to prove that ≈ satisfies the three requirements of Definition 3. By definition, this implies

the following

Theorem 4 (Soundness). ≈ ⊆ �.



To prove the inverse inclusion, we start by giving simple equational laws for barbed

congruence that can be easily proved sound by using ≈ as a proof-technique (this is

enabled by the soundness theorem).

Proposition 3. The following facts hold:

1. (νl′)( l :: in(!x)@l′.P ‖ l′ :: 〈d〉 ) � (νl′)(l :: P[d/x])

2. l :: out(l′′)@l′.P ‖ l′ :: nil � l :: P ‖ l′ :: 〈l′′〉

3. l :: eval(Q)@l′.P ‖ l′ :: nil � l :: P ‖ l′ :: Q

4. (νl)N � N whenever l < fn(N)

Then, we give an alternative (but easier to prove) characterization of requirement (3) in

Definition 3.

Lemma 4. Let N1 < N2. Then ∀C[·].C[N1] < C[N2] if and only if

1. for any name l and process P, it holds that N1 ‖ l :: P < N2 ‖ l :: P, and

2. for any name l, it holds that (νl)N1 < (νl)N2.

The lemma above simplifies the proof of the following key result, stating that a fresh

locality (i.e. a locality not occurring in the involved nets) hosting a restricted datum

can be removed together with the restriction from two barbed congruent nets without

breaking the equivalence.

Lemma 5. If (νl)(N ‖ l f :: 〈l〉) � (νl)(M ‖ l f :: 〈l〉) and l f is fresh for N and M, then

N � M.

Given two barbed congruent nets N and M we are now ready to prove that, for any move

of N (say N
α
−→ N′), there exists a possible reply of (a net derived from) M satisfying

Definition 4. The overall idea is to rely on the context closure and provide, according

to α, a context forcing M to properly reply. The context is then erased by exploiting the

previous lemma. This leads to the wanted

Theorem 5 (Completeness). � ⊆ ≈.

B Proofs for the k-Set Agreement Example

In this section, we shall prove the properties formulated in Section 4. To this aim, we

shall firstly give a proposition listing some basic features of ≈ f . In what follows, ‘〈d〉 is

not corruptible in l’ means that l :: 〈d〉 does never fail.

Proposition 4.

1. (νl′)(l :: out(l′′)@l′.P) ≈ f (νl′)(l :: P ‖ l′ :: 〈l′′〉)

2. (νl′)( l :: in(!x)@l′.P ‖ l′ :: 〈d〉 ) ≈ f (νl′)(l :: P[d/x]) if 〈d〉 is not corruptible in l′

3. (νl′)( l :: in(d)@l′.P ‖ l′ :: 〈d〉 ) ≈ f (νl′)(l :: P) if 〈d〉 is not corruptible in l′

4. l :: I1| . . . |In ≈→
f

l :: I1| . . . |Im if n ≥ m

We are left to prove that in our framework Equations (3) and (4) hold. We start with

Equation (3); the steps are detailed in the upper part of Table 3. We applied the following

derivation:



Nk
n ≈ f (ν̃l)(

n

Π
i=1

li :: in(!zi
1
)@li. . . . .in(!z

i
n−k+1

)@li.out(mi)@l | 〈d1〉 | . . . | 〈dn〉)

≈ f (ν̃l)(
n

Π
i=1

li :: out(m′
i )@l | 〈di1 〉 | . . . | 〈dik−1

〉)

≈ f (ν̃l, l̃′)(
n

Π
i=1

( li :: in(m′
i )@l′i .out(m

′
i )@l | 〈di1 〉 | . . . | 〈dik−1

〉 ‖ l′i :: Π
w∈O

〈w〉 ) )

≈ f (ν̃l, l̃′)(
n

Π
i=1

( li :: in(!zi
1
)@li. . . . .in(!z

i
n−k+1

)@li.in(mi)@l′i .out(mi)@l | 〈d1〉 | . . . | 〈dn〉

‖ l′i :: Π
w∈O

〈w〉 ) )
≈ f Mk

n

where m′
i denotes mi[d̃/̃z], with d̃

a

= {d1, . . . , dn} − {di1 , . . . , dik−1
} and z̃

a

= {z1, . . . , zn−k+1}.

N̂k
n ‖ l :: nil ≈ f (ν̃l)(

n

Π
i=1

li :: in(!zi
1
)@li. . . . .in(!z

i
n−k+1

)@li.out()@l | 〈d1〉 | . . . | 〈dn〉) ‖ l :: nil

≈ f (ν̃l)(
n

Π
i=1

li :: out()@l | 〈di1 〉 | . . . | 〈dik−1
〉) ‖ l :: nil

≈ f l ::
n

Π
j=1

〈〉

≈→
f

l ::
n−k+1

Π
j=1

〈〉

Table 3. Steps for Proving Equations (3) and (4)

– the first and the last steps have been inferred by applying several times Proposi-

tion 4.1;

– the second and the forth steps have been inferred by applying several times Propo-

sition 4.2 (notice that, since the number of failures is at most k − 1, the number of

non-corruptible data present in each li is at least n − k + 1);

– the third step relies on Proposition 1.c and Proposition 4.3. It is worth to notice that

m′
i

∈ O because, since |O| = k, at least one principal whose input value, say d′, is

in O has not failed; hence d′ has been received by all the (non-failed) principals.

Moreover, we assumed that the l̃′ cannot fail and hence the data they host are uncor-

ruptable.

To conclude, we are left with proving Equation (4). This can be done very similarly

by following the steps depicted in the lower part of Table 3. The first two steps are derived

in the same way. The third step is derived using Proposition 4.1 and Proposition 1.c. The

fourth step derives from Proposition 4.4.
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Abstract

This paper develops a bisimulation theory for the Kell
calculus, a family of higher-order distributed process
calculi with strong mobility and process passivation.
The paper gives a sound and complete co-inductive
characterization of contextual equivalence in terms of
a higher-order bisimulation. The paper also introduces
a novel technique for deriving more tractable bisimula-
tions for higher-order process calculi with localities. It
consists in a non-trivial adaptation of Sangiorgi’s tech-
nique for the higher-order π-calculus.

1 Introduction

Wide-area distributed systems and their applications
are increasingly built as heterogeneous, dynamic assem-
blies of software components. Such components can be
downloaded from different sources, can spontaneously
interact across the Internet, and may fail, maliciously
or accidentally, in many ways. In that context, a model
for wide-area distributed programming should provide
the means to describe and reason about such compo-
nent assemblies and their dynamic configuration (which
components to connect, which components to sandbox
for security, from which trusted location to download a
component, which faulty component to replace, etc).

In the past fifteen years or so, there have been nu-
merous works aiming at defining wide-area distributed
programming models, especially in the area of dis-
tributed process calculi. We can single out roughly
three major kinds of distributed process calculi:

(1) Variants of the first-order π-calculus with local-
ities and migration primitives, including notably the

Distributed Join calculus [6, 5], the Dπ calculus [8], No-
madic Pict [20], and the Seal calculus [4].

(2) Variants of Mobile Ambients, including notably
the original Mobile Ambients [3], Safe Ambients [10],
and Boxed Ambients [1].

(3) Distributed higher-order calculi, including
Facile/CHOCS [19], higher-order variants of Dπ such
as Safe Dpi [7], Klaim [13], and the M-calculus [16].

Interestingly, the first two kinds of calculi above
share the same concern: allowing process mobility while
avoiding an explicitly higher-order calculus, on the
grounds that the semantical theory of higher-order pro-
cess calculi is much harder than that of first-order cal-
culi, and that process mobility captures enough higher-
order phenomena. We argue that such an argument is
ill-founded, for three main reasons. First, interesting
reconfiguration phenomena in distributed assemblies
of components are inherently higher-order and can be
given a more direct account using higher-order commu-
nications. Second, process mobility remains an inher-
ently higher-order operation with the same semantical
difficulties than explicitly higher-order calculi. Third,
the semantical theory of a higher-order calculus need
not be more complicated than a first-order one.

Among higher-order calculi, the M-calculus is the
only one, to our knowledge, to provide hierarchical and
programmable localities. Hierarchical localities are nec-
essary to account for notions of components and to pro-
vide extensive isolation capabilities which are essential
for security and fault handling. Unfortunately, with its
multiple routing rules, the M-calculus is rather complex,
and developing directly a suitable bisimulation theory
for it seems a daunting task.

The Kell calculus we study in this paper has been
developed both as a simplification and a generalization
of the M-calculus: the Kell calculus has simple com-
munication rules across locality boundaries, which sub-
sume the complex routing rules of the M-calculus; the
Kell calculus is in fact a family of higher-order process
calculi with localities, which share the same basic oper-



ational semantics rules, but differ in the language used
to define receipt patterns in input constructs.

The simpler constructs of the Kell calculus allow us
to develop a theory of strong bisimulation and con-
textual equivalence for the Kell calculus. Under suf-
ficient conditions on pattern languages, we obtain a co-
inductive characterization of contextual equivalence in
terms of a higher-order bisimulation, which, following
Sangiorgi, we call strong context bisimulation. Inter-
estingly, strong context bisimulation for the Kell calcu-
lus is no more complex than higher-order bisimulations
that have been proposed for Ambient calculi and for the
Seal calculus. Additionally, we show that, for certain
pattern languages, strong context bisimilarity coincides
with normal, first-order bisimilarity in an extended cal-
culus. These results lend support to our claim that the
semantical theory of higher-order process calculi with
localities need not be more complicated than for first-
order ones.

Our approach to normal bisimilarity is inspired by
D. Sangiorgi’s work on HOπ [14]. Our work is not
a straightforward adaptation of Sangiorgi’s techniques,
however, because localities in the Kell calculus provide
a strong form of encapsulation, and are at the same
time evaluation contexts and resources that may be con-
sumed. This implies, as we detail below, that a key
lemma which holds for HOπ, and which constitutes the
cornerstone of Sangiorgi’s approach, fails for the Kell
calculus.

The paper has therefore two main contributions:

• A behavioral theory for the Kell calculus family,
with a fully abstract co-inductive characterization
of contextual equivalence.

• A novel technique for deriving tractable first-order
bisimulations for process calculi with localities.

Because of the expressive power of the Kell calculus,
we believe the latter technique is indeed applicable to
other higher-order process calculi such as Safe Dpi, as
well as process calculi with localities such as Ambient
calculi or the Seal calculus, whose bisimulation theory
is in fact higher-order. In particular, our technique can
be applied back to HOπ to establish the correspondence
between strong forms of context and normal bisimilar-
ity, a question left open in [14].

This paper is organized as follows. Section 2 con-
tains a brief informal introduction to the Kell calculus,
to make the paper self-contained. Section 3 defines the
Kell calculus and its operational semantics. Section
4 gives a co-inductive characterization of contextual
equivalence in the Kell calculus in terms of strong con-
text bisimilarity. Section 5 develops a tractable charac-
terization of strong context bisimilarity, and introduces

the technique mentioned above. Section 6 concludes the
paper with a discussion of related work and of further
research. A long version of this paper with proofs is
available [17].

2 Introduction to the Kell calculus

Motivations for and an introduction to the Kell calculus
can be found in [18, 17]. The Kell calculus can be un-
derstood as an attempt to simplify the M-calculus [16],
while retaining its basic insights (higher-order commu-
nication, programmable localities).

The core of the calculus is the higher-order π-
calculus (with null process 0, process variables x, re-
striction νa.P , parallel composition P | Q, output of
message a〈P 〉.Q, and input or trigger ξ . P ) to which
we add the kell construct, a[P ].Q, used to localize the
execution of a process P at location (we say “kell”) a.

Patterns ξ appearing in input constructs (ξ . P ) are
left unspecified, but all the calculi we consider include
the following patterns (called jK patterns):

ξ ::= a [x] | a〈x〉 | a〈x〉↑ | a〈x〉↓ | ξ | a〈x〉

where x is a process variable (we also allow name vari-
ables, of the form (b) where b is a name, in pattern
languages). Name variables and process variables are
bound in patterns and their scope extends to the pro-
cess at the right-hand side of the trigger sign ..

Keeping the Kell calculus parametric in the language
of input patterns, yielding a family of Kell calculi, is
motivated by two main reasons. First, calculi of dif-
ferent expressive power can be obtained by varying the
language of input patterns. We can thus obtain cal-
culi with different features: name passing, name match-
ing, polyadic communications, polyadic synchroniza-
tion, Join patterns, tuple-matching, etc. Second, so-
phisticated pattern matching capabilities are extremely
useful in practical programming languages, as demon-
strated by pattern matching constructs in functional
languages such as OCaml. By allowing pattern match-
ing in input constructs, we provide a foundation for
distributed programming languages with filtering.

In the Kell calculus, computing actions can take four
simple forms, illustrated below for simple jK patterns:

1. Receipt of a local message a〈Q〉.T on port a, bear-
ing the process Q and the continuation T , by the
trigger a〈x〉 .P :

a〈Q〉.T | (a〈x〉 .P ) → T | P{Q/x}

2. Receipt of a message originated from the environ-
ment of a kell, where a message, a〈Q〉.T , on port

2



a, bearing the process Q and contination T , is re-
ceived by the trigger a〈x〉↑ .P , located in kell b :

a〈Q〉.T | b[a〈x〉↑ .P ].S → T | b[P{Q/x}].S

In pattern a〈x〉↑, the arrow ↑ denotes a message
that should come from the outside of the immedi-
ately enclosing kell.

3. Receipt of a message originated from a sub-kell,
where a message, a〈Q〉.T , on port a, bearing the
process Q and continuation T , and coming from
sub-kell b, is received by the trigger a〈x〉↓ .P , lo-
cated in the parent kell of kell b:

(a〈x〉↓ .P ) | b[a〈Q〉.T | R].S → P{Q/x} | b[T | R].S

In pattern a〈x〉↓, the arrow ↓ denotes a message
that should come from the inside of a sub-kell.

4. Passivation of a kell, where the sub-kell named a is
destroyed, and the process Q it contains is used in
the guarded process P :

a[Q].T | (a[x] .P ) → T | P{Q/x}

Actions of the form 1 above are standard π-calculus
actions. Actions of the form 2 and 3 are simple exten-
sions of the π-calculus communication across a single
kell boundary. Actions of the form 4 are specific to the
Kell calculus. They allow the environment of a given
kell to exercise control over the execution of the pro-
cess located inside this kell. Notice that the construct
a[P ].Q plays a dual role: that of a locus of computation
since process P may execute within a and receive mes-
sages from the environment of a, and that of a message
that may be consumed.

The calculus has no primitive for recursion or repli-
cation. Because of its higher-order nature, it is possible
to define receptive triggers, i.e. triggers that are pre-
served during a reduction. Let t be a name that does
not occur free in ξ nor P . We define ξ ¦P as follows:

ξ ¦P
∆

= νt. Y (P, ξ, t) | t〈Y (P, ξ, t)〉

Y (P, ξ, t)
∆

= ξ | t〈y〉 . P | y | t〈y〉

Considering the rules of reduction given in Section 3.2,
it is easy to check that if M | (ξ . P ) → M ′ | Pθ,
where θ is a substitution, then M | (ξ ¦P ) → M ′ |
(ξ ¦P ) | Pθ. The construction ξ ¦P is reminiscent of
the CHOCS fixed point operator defined in [19].

3 The Kell calculus

3.1 Syntax

The syntax of the Kell calculus is given in Figure 1. It
is parameterized by the pattern language used to define
patterns ξ in triggers ξ .P .

P ::= 0 | x | ξ . P | νa.P | a〈P 〉.P | P | P | a[P ].P

a ∈ N, x ∈ V

Figure 1: Syntax of the Kell Calculus

Names and Variables In the rest of this paper, we
write SCS′ for disjoint sets (S∩S′ = ∅). We assume an
infinite set N of names and an infinite set V of process
variables, such that N C V. We let a, b, n,m and their
decorated variants range over N; and p, q, x, y range over
V. The set L of identifiers is defined as L = N ∪ V.

Processes Terms in the Kell calculus grammar are
called processes. We note KL the set of Kell calculus
processes with patterns in pattern language L. In most
cases the pattern language used is obvious from the con-
text, and we simply write K. We let P , Q, R, S, T and
their decorated variants range over processes. We call
message a process of the form a〈P 〉.Q. We call kell a
process of the form a[P ].Q. The name a in a kell a[P ].Q
is called the name of the kell.

Abbreviations and conventions We abbreviate
a〈P 〉 a message of the form a〈P 〉.0. We abbreviate
a[P ] a kell of the form a[P ].0. In a term νa.P , the
scope extends as far to the right as possible. In a term
ξ .P , the scope of . extends as far to the left and to
the right as possible. Thus, a〈c〉 | b[y] .P | Q stands for
(a〈c〉 | b[y]) .(P | Q). We use standard abbreviations
from the the π-calculus: νa1 . . . aq.P for νa1. . . . νaq.P ,
or νã.P if ã = (a1 . . . aq). By convention, if the name

vector ã is null, then νã.P
∆

= P . Also, we abuse notation
and note ã the set {a1, . . . , an}, where ã is the vector
a1 . . . an. We note

∏
j∈J Pj , J = {1, . . . , n} the parallel

composition (P1 | (. . . (Pn−1 | Pn) . . .)). By convention,

if J = ∅, then
∏
j∈J Pj

∆

= 0.
For the definition of the operational semantics of the

calculus, we use additional terms called annotated mes-
sages. Annotated messages comprise:

• Local messages : a local message is a term of the
form a〈P 〉. We write Mm for a multiset of local
messages.

• Up messages : an up message is a term of the form
a〈P 〉↑b . We write Mu for a multiset of up messages.

• Down messages : a down message is a term of the
form a〈P 〉↓b . We write Md for a multiset of down
messages.

• Kell messages : a kell message is a term of the form
a [P ]. We write Mk for a multiset of kell messages.
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K ::= · | ξ .K | νa.K | (P | K) | a[K].P

| a〈K〉.P | a〈P 〉.K | a[P ].K

E ::= · | νa.E | a[E].P | P | E

Figure 2: Syntax of Contexts

We write M for a multiset of annotated messages. Some
of these terms are not processes, namely those in Mu

and Md; they are only used for matching purposes. We
often write these multisets as parallel compositions of
annotated messages. Let Mm be a multiset of local
messages. We write M↑bm for the multiset of up messages
{m↑b | m ∈ Mm}, and M↓bm for the multiset of down
messages {m↓b | m ∈Mm}.

Contexts A Kell calculus context is a term K built
according to the grammar given in Figure 2. Filling
the hole in K with a Kell calculus term Q results in
a Kell calculus term noted K{Q}. We also make use
of a specific form of contexts, called execution contexts
(noted E), which are used to specify the operational
semantics of the calculus.

Substitutions We call substitution a (partial) func-
tion θ : (N → N) ] (V → K) from names to names
and process variables to Kell calculus processes. We
write Pθ the image under the substitution θ of pro-
cess P . If f : E → F is a partial function, we note
f.dom = {x ∈ E | f(x) ↓} the domain of function f
and f.ran = {y ∈ F | ∃x ∈ E , f(x) = y} the range of
function f .

We note ⊥ the substitution that is defined nowhere,
i.e. such that ⊥.dom = ∅.

The substitution θ ⊕ θ′ is defined iff

• both θ and θ′ are defined, i.e. if θ and θ′ are both
different from ⊥;

• let domn(θ) = θ.dom ∩ N be the domain of the
substitution θ restricted to names; for all n ∈
domn(θ)∩domn(θ

′), we have θ(n) = θ′(n) (that is: if
the name n is in the domain of both substitutions,
it is mapped to the same name: one may test for
name equality in a pattern language);

• let domP(θ) = θ.dom ∩ V be the domain of the
substitution θ restricted to process variables; then
domP(θ) C domP(θ

′) (one may not test for process
equality in a pattern language).

If defined, θ ⊕ θ′ is the union of θ and θ′. We extend
this operation to sets of substitutions:

S1⊕S2
∆

= {θ1⊕ θ2 | θ1 ∈ S1, θ2 ∈ S2, θ1⊕ θ2 defined}

match( �
j∈J

ξrj , �
j∈J

Mj) = �
σ∈Σj

����
j∈J

match(ξrj ,Mσ(j)) ��
match(ξm, a〈P 〉) = matchm(ξm, a〈P 〉)

match(ξd, a〈P 〉
↓b ) = matchd(ξd, a〈P 〉

↓b )

match(ξu, a〈P 〉
↑b ) = matchu(ξu, a〈P 〉

↑b )

match(ξk, a [P ]) = matchk(ξk, a [P ])

Figure 3: Matching relation

Patterns A pattern ξ is an element of a pattern lan-
guage L. A pattern ξ acts as a binder in the calculus.
A pattern can bind name variables, of the form (a),
where a ∈ N, and process variables. All name and pro-
cess variables appearing in a pattern ξ are bound by the
pattern. Name variables can only match names. Pro-
cess variables can only match processes. Patterns are
supposed to be linear with respect to process variables,
that is, each process variable x occurs only once in a
given pattern ξ.

We make the following assumptions on a pattern lan-
guages. (1) A pattern language L is a set of patterns.
A pattern is a multiset of single patterns ξm, ξd, ξu, and
ξk. A language L may be described by a grammar, with
the multiset union being represented by parallel com-
position. Patterns ξm are taken from the set Ξm of local
message patterns, and are used to match local messages.
Patterns ξd are taken from the set Ξd of down message
patterns, and are used to match messages from imme-
diate subkells. Patterns ξu are taken from the set Ξu of
up message patterns, and are used to match messages
from the environment of the enclosing kell. Patterns ξk
are taken from the set Ξk of kell message patterns, and
are used to match immediate subkells.

(2) One can decide whether a pattern matches a
given term. More precisely, each pattern language is
equipped with a decidable relation match, which asso-
ciates pairs, consisting of a multiset of patterns drawn
from L and a multiset of annotated messages M , with
substitutions (from names to names and from process
variables to processes). We write θ ∈ match(ξ,M)
for 〈〈ξ,M〉, θ〉 ∈ match. This matching relation is as-
sumed to be defined in terms of four functions, matchm,
matchd, matchu, and matchk, that define how a single
pattern matches a single annotated message. Each of
these functions takes a single pattern ξr and an anno-
tated message M , and returns a defined substitution θ
if the annotated message matches the pattern, and the
undefined substitution ⊥ otherwise. Noting ξr a sin-
gle pattern, and Σ(J) the set of permutations on finite
set J , the definition of match in terms of single pattern
matching is given in Figure 3.

(3) Pattern languages are equipped with three func-
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tions fn, bn, and bv, that map a pattern ξ to its set of
free names, bound name variables, and bound process
variables, respectively. Note that patterns may have
free names, but cannot have free process variables (i.e.
all process variables appearing in a pattern are bound
in the pattern).

(4) Pattern languages are equipped with a function
sk, which maps a pattern ξ to a multiset of names.
Intuitively, ξ.sk corresponds to the multiset of names on
which pattern ξ expects messages or kells. We identify
the multiset ξ.sk = {ai | i ∈ I} with the action

∏
i∈I ai

(see section 3.3 for more details). We assume that we
have ai ∈ ξ.sk =⇒ ai ∈ fn(ξ). In other terms, a
trigger must know channel names in order to receive
messages on them.

(5) Pattern languages are equipped with a structural
congruence relation between patterns, noted ≡. We as-
sume the following properties: if ξ ≡ ζ, then fn(ξ) =
fn(ζ), ξ.sk = ζ.sk, and bn(ξ) ∪ bv(ξ) = bn(ζ) ∪ bv(ζ).
Moreover, the interpretation of join patterns as multi-
sets of simple patterns implies that the structural con-
gruence on patterns must include the associativity and
commutativity of the parallel composition operator.

(6) A pattern language is compatible with the struc-
tural congruence defined below (see section 3.2 for more
details), in particular if P ≡ Q then there is no Kell cal-
culus context that can distinguish between P and Q.

Example To illustrate these definitions, we introduce
a first instance of the Kell calculus with the simple jK

patterns of Section 2. We call this calculus jK.
The matching functions for jK patterns are defined

below:

matchm(a〈x〉, a〈P 〉)
∆

= {P/x} matchd(a〈x〉
↓, a〈P 〉↓b )

∆

= {P/x}

matchk(a [x] , a [P ])
∆

= {P/x} matchu(a〈x〉↑, a〈P 〉↑b )
∆

= {P/x}

The sk function for jK patterns is defined as follows:

(a [x]).sk = (a〈x〉).sk = (a〈x〉↓).sk = (a〈x〉↑).sk = a

(ξ1 | ξ2).sk = ξ1.sk | ξ2.sk

Free names and free variables The other binder in
the calculus is the ν operator, which corresponds to the
restriction operator of the π-calculus. Notions of free
names (fn) and free variables (fv) are classical and are
defined in Figure 4. We note fn(P1, . . . , Pn) to mean
fn(P1) ∪ . . . ∪ fn(Pn), and likewise for other functions
operating on free or bound identifiers. We note P =α Q
when two terms P and Q are α-convertible.

3.2 Reduction semantics

We define in this section a reduction semantics for Kell
calculus processes. As usual, we use a structural con-
gruence relation and a reduction step relation.

fn(0) = ∅ fv(0) = ∅
fn(a) = {a} fv(a) = ∅
fn(x) = ∅ fv(x) = {x}
fn(νa.P ) = fn(P ) \ {a} fv(νa.P ) = fv(P )
fn(a[Q].P ) = fn(a,Q, P ) fv(a[Q].P ) = fv(Q,P )
fn(a〈P 〉.Q) = fn(a, P,Q) fv(a〈P 〉.Q) = fv(P,Q)
fn(P | Q) = fn(P,Q) fv(P | Q) = fv(P,Q)
fn(ξ . P ) = fn(ξ) ∪ (fn(P ) \ bn(ξ)) fv(ξ . P ) = fv(P ) \ bv(ξ)

Figure 4: Free names and free variables

νa.0 ≡ 0 [S.Nil] νa.νb.P ≡ νb.νa.P [S.Com]

a 6∈ fn(Q)

(νa.P ) | Q ≡ νa.P | Q
[S.Par]

a 6∈ fn(b,Q)

b[νa.P ].Q ≡ νa.b[P ].Q
[S.Kell]

ξ ≡ ζ

ξ . P ≡ ζ . P
[S.Trig]

P =α Q

P ≡ Q
[S.α]

P ≡ Q

K{P} ≡ K{Q}
[S.Ctx]

Figure 5: Structural congruence

Structural congruence The structural congruence
≡ is the smallest equivalence relation that verifies the
rules in Figure 5, together with the fact that the paral-
lel operator | is associative, commutative, and has 0 as
neutral element. Note that, unlike in [18], we do allow
the Ambient-like rule S.Kell. The structural congru-
ence relation is extended trivially to multiset of anno-
tated messages by setting: M↑bm ≡ N↑bm if Mm ≡ Nm

and M↓bm ≡ N↓bm if Mm ≡ Nm.

Definition 3.1 A pattern language L is said to be
compatible with the structural congruence if, for all
ξ, ζ ∈ L, and all multisets of annotated messages
M,M ′, whenever ξ ≡ ζ and M ≡ M ′, if θ ∈
match(ξ,M), then there exists θ′ ∈ match(ξ,M ′) such
that, θ.dom = θ′.dom, and, for all u ∈ θ.dom, uθ = uθ′.

Sub-reduction We define a sub-reduction relation
Ã: K→ K mapping processes to processes. We noteÃ∗

the reflexive and transitive closure of the sub-reduction
relation.

The sub-reduction relation is defined to handle scope
extrusion of restriction out of kell boundaries. In pres-
ence of running process replication, the use of the struc-
tural congruence rule S.Nu.Kell could give rise to be-
haviour which would violate the idea that structurally
equivalent processes should behave similarly. The ex-
ample below provides an illustration:

(a[x] . x | x) | a[νb.P ] → (νb.P ) | (νb.P )

(a[x] . x | x) | νb.a[P ] → νb.P | P

The Seal calculus [4], which faces the same issue,
deals with it by means of what we can call dynamic
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a 6∈ fn(b,Q)

b[νa.P ].Q 	 νa.b[P ].Q
[SR.Kell]

a 6∈ fn(P )

νa.P 	 P
[SR.GC]

a 6∈ fn(Q)

(νa.P ) | Q 	 νa.P | Q
[SR.Par.L]

a 6∈ fn(Q)

Q | (νa.P ) 	 νa.Q | P
[SR.Par.R]

P =α P
′ P ′ 	 Q

P 	 Q
[SR.α]

P 	 Q

E{P} 	 E{Q}
[SR.Ctx]

Figure 6: Sub-reduction relation

scope extrusion, i.e. the handling of scope extrusion
out of localities during reduction steps. We have found
that dynamic scope extrusion gave rise to undue com-
plexities in a virtual machine implementation of the
Kell calculus, and made the development of a tractable
notion of bisimulation more complicated. In this pa-
per, we therefore adopt the following simpler approach:
Ambient-like scope extrusion is allowed in the structural
congruence, but only processes that can no longer sub-
reduce are allowed to reduce. In our example above,
a[νb.P ] can still sub-reduce since one can apply rule
rule SR.Kell to it, and thus (a[x] . x | x) | a[νb.P ] can
reduce only after sub-reduction:

(a[x] . x | x) | a[νb.P ] 
 ∗ νb.(a[x] . x | x) | a[P ] → νb.P | P

The sub-reduction relation is defined as the smallest
relation satisfying the rules in Figure 6. One can note
that Ã∗ ⊆ ≡, i.e. that for all P,Q, P Ã∗ Q implies
that P ≡ Q.

Reduction The reduction relation→ is defined as the
smallest binary relation on K2 that satisfies the rules
given in Figure 8. We define the predicates ∆, Υ, Ψ in
Figure 7.

Predicate ∆ (resp. Υ, Ψ) can be read as a func-
tion that, given a set U of local messages (resp. of
kells, of messages in sub-kells), extracts a multiset Mm

(resp. Mk, Md) of local messages (resp. of kell mes-
sages, of down messages) to match, and a residual V .
Residuals include continuation processes that appear af-
ter a reduction step. Note the condition U2 6Ã in rules
R.Red.L and R.Red.G: it prevents a reduction to take
place with kell messages in non-normal form; this takes
care of the issue of dynamic scope extrusion discussed
earlier.

Example The reduction rules R.Red.L and R.Red.G
appear formidable, but only because they allow arbi-
trary combinations of local, up, down and kell messages
to be received by a trigger. The following are derived

∆(U,Mm, V ) ⇐⇒

��������� ���������
U = �

j∈J

aj〈Pj〉.Qj

Mm = �
j∈J

aj〈Pj〉

V = �
j∈J

Qj

Υ(U,Mk, V ) ⇐⇒

��������� ���������
U = �

j∈J

aj [Pj ].Qj

Mk = �
j∈J

aj [Pj ]

V = �
j∈J

Qj

Ψ(U,Md, V ) ⇐⇒

������������� �������������
U = �

j∈J

aj �� Rj | �
i∈Ij

ai〈Pj〉.Si �� .Qj
Md = �

j∈J

�
i∈Ij

ai〈Pi〉
↓aj

V = �
j∈J

aj �� Rj | �
i∈Ij

Si �� .Qj
Figure 7: Reduction predicates

reduction rules in jK, which correspond to the four kinds
of actions discussed in Section 2:

(a〈x〉 .P ) | a〈Q〉.S → P{Q/x} | S Local

(a〈x〉↓ .P ) | b[a〈Q〉.S | R].T → P{Q/x} | b[S | R].T Out

b[(a〈x〉↑ .P ) | R].T | a〈Q〉.S → b[P{Q/x} | R].T | S In

(a [x] .P ) | a [Q] .S → P{Q/x} | S Kell

3.3 Labelled transition system semantics

We define in this section a labelled transition system
for Kell calculus processes, by means of a commitment
relation, in the style of Milner’s commitment relation
for the π-calculus [12].

Abstractions and concretions Extensions are re-
quired to Milner’s notions of abstractions and concre-
tions because patterns can involve the simultaneous re-
ceipt of multiple messages (as in jK – this is the rea-
son for the presence of the name a in an abstraction
(a〈x〉)P ), and because patterns can rely on contextual
information (enabling, for instance, to capture the ori-
gin of messages, as with the ↑ and ↓ arrows in jK pat-
terns).

We first define concretions. A concretion C consists
of a multiset of annotated messages (which are emitted),
and a process that represents the rest of the computa-
tion. Their syntax is given by the grammar in Figure
9, where P is as in Figure 1. The Ω production of the
grammar in Figure 9 yields (possibly empty) multisets
of annotated messages, which do not contain any up
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ξ 6= ∅ θ ∈ match(ξ,Mm |Md |Mk) ∆(U1,Mm, V1) Υ(U2,Mk, V2) Ψ(U3,Md, V3) U2 6 �
(ξ . P ) | U1 | U2 | U3 → Pθ | V1 | V2 | V3

[R.Red.L]

P ≡ P ′ P ′ → Q′ Q′ ≡ Q

P → Q
[R.Eqv]

P → Q

E{P} → E{Q}
[R.Ctx]

ξ 6= ∅

θ ∈ match(ξ,Mm |Md |Mk |M↑b ) ∆(U1,Mm, V1) Υ(U2,Mk, V2) Ψ(U3,Md, V3) ∆(U4,M, V4) U2 6 �
b[(ξ . P ) | U1 | U2 | U3 | R].T | U4 → b[Pθ | V1 | V2 | V3 | R].T | V4

[R.Red.G]

Figure 8: Reduction Relation

C ::= ν �a.Ω ‖ P

Ω ::= ∅ | a〈P 〉 | a〈P 〉↓b | a [P ] | Ω | Ω

F ::= G | a[G].P | F@C | ν �a.F
G ::= (ξ)P | G@C

Figure 9: Syntax of Concretions and Abstractions

message as labelled transitions do not create them. Up
messages are dealt with in the definition of the pseudo-
application operator below.

We then define abstractions. An abstraction F is
given by the grammar in Figure 9, where ξ, P are as
in Figure 1. We call simple abstraction an abstraction
given by the G production in Figure 9.

Actions Actions are given by the grammar below,
where a ∈ N, ε and τ are two distinct symbols that
do not belong to N:

α ::= ε | τ | a | a | α | α

As usual, τ represents the silent action. Action ε is
introduced merely for technical purposes, to signal the
complete match of messages with an input pattern in
a trigger. We denote Λ the set of actions, and we let
α, β and their decorated variant range over Λ. By def-
inition, the parallel operator | on actions is associative
and commutative, and has ε as a neutral element. Fur-
thermore, we set a | a = ε. The set of free names of an
action α is defined inductively by: fn(ε) = fn(τ) = ∅,
fn(a) = fn(a) = {a}, fn(α | β) = fn(α, β). Abusing
the notation, we identify when necessary an action α
with the set of names that occur in α. Thus, action
α = a | b | b | c is identified with the set {a, b, c}.

Agents An agent A is a Kell calculus process P , a
concretion C or an abstraction F . We note A the set of
agents. We let A, B and their decorated variants range
over agents.

The notions of free names, free variables, bound
names, and bound variables extend immediately
to agents, noting that fn(a〈P 〉↓b) = fn(a, b, P ),

fv(a〈P 〉↓b) = fv(P ), fn(Ω ‖ P ) = fn(Ω, P ), fv(Ω ‖
P ) = fv(Ω, P ), fn(F@C) = fn(F,C) if F@C ↓, and
fv(F@C) = fv(F,C) if F@C ↓ (see below the defini-
tion of the pseudo-application operator @).

We now define parallel composition on agents, |: A×
A → A, as follows, where C = νã.Ω ‖ P , C ′ = νc̃.Ω′ ‖
P ′, ã C fn(Q), ã C fn(Ω′, P ′), and c̃ C fn(Ω, P ):

F | Q
∆

= F@(∅ ‖ Q) C | Q
∆

= ν �a.Ω ‖ (P | Q)

C | C′
∆

= ν �a.ν �c.(Ω | Ω′) ‖ (P | P ′)

For all annotated multisets of messages Ω, we set by
definition Ω | ∅ = ∅ | Ω = Ω.

Pseudo-application We define the pseudo-
application relation, @, which in turns relies on
the match relation. The relation @ gives the possible
results of a successful reduction of an application. As
a relation @ : A × A × A, operation @ is partial and
it is defined (written ↓) only when the last element B
in a triple 〈A1, A2, B〉 ∈ @ is a process. It is defined
as follows (and undefined in all other cases), where we
note A1@A2 = B for 〈A1, A2, B〉 ∈ @:

(F@C)@C′
∆

= F@(C | C′)

(ξ)R@(Ω ‖ P )
∆

= Rθ | P if θ ∈ match(ξ,Ω)

(a[(ξ)R@(Ω ‖ P )].T )@(Mm ‖ Q)
∆

= a[Rθ | P ].T | Q

if θ ∈ match(ξ,Ω |M↑am )

(ν �a.F )@(ν�b.C)
∆

= ν �a.ν�b.F@C if �a C fn(C) and �b C fn(F )

Note that in the third clause of the above definition,
we can have Ω = ∅, which accounts for the possibility
of triggers only receiving up messages.

We write F@C ↓ to indicate that the partial relation
@ : A × A × A is defined on the pair 〈F,C〉 (i.e. that
there exists P ∈ K such that F@C = P ), and F@C ↑
to indicate that it is not.

Commitment relation The commitment relation is
the smallest relation R ⊆ K × Λ × A, that satisfies the
rules in Figure 10.
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a〈P 〉.Q
a
−→ a〈P 〉 ‖ Q [T.Mess]

a[P ].Q 6 �
a[P ].Q

a
−→ a[P ] ‖ Q

[T.Kell]
ξ . P

ξ.sk
−−−→ (ξ)P [T.Trig]

P
α
−→ A a 6∈ fn(α) α 6= ε

νa.P
α
−→ νa.A

[T.New]
P

τ
−→ Q a[P ].R 6 �
a[P ].R

τ
−→ a[Q].R

[T.Kell.P]
P

α
−→Mm ‖ Q a[P ].R 6 �
a[P ].R

α
−→M↓am ‖ a[Q].R

[T.Kell.C]

P
α
−→ G a[P ].R 6 �
a[P ].R

α
−→ a[G].R

[T.Kell.F]
P

α
−→ A α 6= ε P | Q 6 �

P | Q
α
−→ A | Q

[T.Par.L]
P

α
−→ A α 6= ε Q | P 6 �

Q | P
α
−→ A | Q

[T.Par.R]

P
α
−→ F Q

β
−→ C α 6= ε P | Q 6 �

P | Q
α|β
−−→ F@C

[T.Par.FC]
P

α
−→ F Q

β
−→ C α 6= ε Q | P 6 �

Q | P
α|β
−−→ F@C

[T.Par.CF]

P
α
−→ C Q

β
−→ C′ P | Q 6 �

P | Q
α|β
−−→ C | C′

[T.Par.CC] P
ε
−→ Q

P
τ
−→ Q

[T.Red]
P � ∗ Q Q

α
−→ A

P
α
−→ A

[T.SR]

Figure 10: Commitment Relation

Note that communication involving multiple mes-
sages is dealt with by assembling abstractions and con-
cretions in a piece-wise manner, until a match is found,
which is signalled by a transition of the form P

ε
−→ Q.

Rule T.Red can then be used to obtain the resulting
silent transition. Note also the presence of side con-
ditions of the form a[P ].Q 6Ã in rules T.Kell, and
T.Kell.P to T.Par.CC. This takes care, in the la-
belled transition semantics, of the dynamic scope ex-
trusion issue discussed earlier. The condition α 6= ε
in rules T.New, T.Par.L, T.Par.FC, T.Par.CF is
not, strictly speaking, necessary, but it does simplify
the proofs.

The correspondence between the reduction seman-
tics and the labelled transition semantics is given by
the following theorem, whose proof is entirely classical.

Theorem 1 For all P,Q, P
τ
−→≡ Q iff P → Q.

4 Congruences for the Kell calculus

4.1 Context bisimulation

We first define a notion of context bisimulation for the
Kell calculus, which is directly inspired by Sangiorgi’s
context bisimulation for HOπ [14]. We consider an early
form of context bisimilarity. This is required to obtain a
co-inductive characterization of barbed congruence for
a large enough class of pattern languages (and in par-
ticular languages that support name passing).

We say that an agent A is closed if it contains no free
process variable (fv(A) = ∅). We note Ac and Kc the
set of closed agents and closed processes, respectively.
We use the (partial) operator [[ ]] on agents, defined by

(with c 6∈ fn(a,Q)):

a[[νc.C]].Q
∆

= νc.a[[C]].Q a[[Mm ‖ T ]].Q
∆

= M↓am ‖ a[T ].Q

a[[νc.F ]].Q
∆

= νc.a[[F ]].Q a[[G]].Q
∆

= a[G].Q

LetR be a binary relation on processes (i.e.R ⊆ K×K).
We extend R to a binary relation, R̂, on sets of pro-
cesses by: R̂ = {〈S, S′〉 | ∀P ∈ S, ∃P ′ ∈ S′, 〈P, P ′〉 ∈
R}. By abuse of notation, we also note R the extended
relation R̂.

Our definition of context bisimulation relies on the
definition of applicative contexts, i.e. contexts involv-
ing the @ operator. We separate between C-applicative
contexts, noted C, and F-applicative contexts, noted F,
which are defined by the following grammar:

C ::= ( ·@C) | (a[[ · ]].T )@D | (a[[ · @C]].T )@D

F ::= (F@ · ) | (a[[F@ · ]].T )@D | F@(a[[ · ]].T )

| (a[[F@(b[[ · ]].T )]].S)@D

where F is a closed abstraction, C,D are closed con-
cretions, T, S are closed processes.

Definition 4.1 A relation R ⊆ K2
c is a strong context

simulation on closed processes iff for all P,Q closed,
whenever 〈P,Q〉 ∈ R we have:

1. If P
τ
−→ P ′, then there exists Q′ such that Q

τ
−→ Q′

and 〈P ′, Q′〉 ∈ R.

2. If P
α
−→ F , then for all C-applicative contexts C

such that C{F} ↓, there exists F ′ such that Q
α
−→

F ′, and 〈C{F},C{F ′}〉 ∈ R.

3. If P
α
−→ C, then for all F-applicative contexts F

such that F{C} ↓, there exists C ′ such that Q
α
−→

C ′, and 〈F{C},F{C ′}〉 ∈ R.
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In the definition above, note that, since @ is in gen-
eral a relation, C{F} and F{C} are in general sets,
according to the definition of @ in Section 3.3. A
clause of the form 〈F@C,F@C ′〉 ∈ R therefore means
〈F@C,F@C ′〉 ∈ R̂, where R̂ is the extension of relation
R to sets of processes.

Note also that the clauses in the above definition put
no constraint on transitions of the form P

ε
−→ Q, P

α
−→ F

with C such that C{F} ↑, and P
α
−→ C with F such that

F{C} ↑. We deem such transitions to be irrelevant for
comparing process behaviors: the first one is just an
intermediate step in the derivation of a (meaningful) τ -
transition, the other two are transitions resulting from
ill-matched abstractions and concretions.

Clause 2 of Definition 4.1 can be undertsood intu-
itively as follows: a process Q simulates a transition
of P that transforms P into an abstraction if, given a
matching concretion C, Q can evolve into an abstrac-
tion that, when applied to C, give rise to a behavior
that can simulate the behavior of P ’s abstraction ap-
plied to C. Application can be a direct application or
an application involving a kell context, because the ab-
stractions considered may require matching with an up
message. Clause 3 can be understood similarly.

Note that we could have considered a commitment
relation with more informative labels. This would have
simplified a bit the definition of applicative contexts,
but would have resulted in a more complex commit-
ment relation, for an equivalent result. On balance,
we prefer to keep the commitment relation simple, and
make explicit the required contexts in the definition of
context bisimulation.

We can now define the notion of strong context
bisimulation and the notion of strong context congru-
ence. Notice that the definition of strong context con-
gruence requires closure under substitution: this is be-
cause, as in the π-calculus, strong context bisimulation
is not a congruence for input constructs.

Definition 4.2 A relation R ⊆ K2
c is a strong context

bisimulation on closed processes if R and its inverse
R−1 are both strong context simulations.

Two closed processes P and Q are said to be strongly
context bisimilar, noted P ∼ Q, if there exists a strong
context bisimulation R such that 〈P,Q〉 ∈ R.

Two processes P and Q are said to be strongly
context congruent, noted P ∼c Q, if for all substitu-
tions θ such that (fn(P,Q) ∪ fv(P,Q)) ⊆ θ.dom and
(θ.ran ∩ K) ⊆ Kc, we have Pθ ∼ Qθ.

Example For any P = e〈T 〉, and any Q = e〈x〉↑ .S,
we have νa.a[b[P ]] ∼ 0 ∼ νa.a[b[Q]], for there are no
transitions possible from any of those terms. In fact, in
the Kell calculus, no interaction is possible between a
process of the form P = νa.a[b[U ]] and its environment

(although P → νa.a[b[U ′]] if U → U ′). The execution
context E = νa.a[b[ · ]] constitutes a perfect firewall.

We now define a sufficient condition on pattern lan-
guages, called substitution-compatibility, to ensure that
strong context congruence is indeed a congruence on
Kell calculus processes. We first give an auxiliary defi-
nition.

Definition 4.3 Let θ, θ′ be two substitutions such that
θ.dom = θ′.dom, and R be a binary relation on processes.
We define θ R θ′ as: ∀y ∈ (θ.dom ∩ V), yθ R yθ′.

Let R be a binary relation on processes. We extend
R to vectors of processes thus: let R̃ and S̃ be two
vectors of processes of the same size l, then R̃ R S̃ iff
for all i, 1 ≤ i ≤ l, Ri R Si.

Definition 4.4 Let R be the relation{
〈P{R̃/x̃}, P{S̃/x̃}〉 | P ∈ K, fv(P ) ⊆ x̃, R̃ ∼ S̃

}
.

A pattern language L is substitution-compatible iff for
all ξ ∈ L, and all M, R̃, S̃, x̃, such that R̃, S̃ are closed,
R̃ ∼ S̃, and fv(M) ⊆ x̃, we have:

θ ∈ match(ξ,M{R̃/x̃})

=⇒ ∃θ′. θ′ ∈ match(ξ,M{S̃/x̃}) and θRθ′

Example The pattern language of the jK calculus
is substitution-compatible. Consider ξ = a[x], then
we have match(ξ,M) 6= ⊥ if M = a[P ]. We have

M{R̃/ỹ} = a[P{R̃/ỹ}] and M{S̃/ỹ} = a[P{S̃/ỹ}].
Now, define

θ
∆

= match(ξ,M{R̃/ỹ}) =
{
P{ �R/�y}/x}

θ′
∆

= match(ξ,M{S̃/ỹ}) =
{
P{ �S/�y}/x}

If R̃ ∼ S̃, we have xθ R xθ′, as required. The same is
true for other patterns in jK.

Theorem 2 If the pattern language L is substitution-
compatible, then ∼c is a congruence on K.

Proof: (Sketch) The crucial step in the proof is a substitu-
tion lemma which asserts that, if R1, . . . , Rn and S1, . . . Sn
are closed processes such that Ri ∼ Si for all i ∈ {1, . . . , n},

then for all P such that fv(P ) ⊆ �x, we have P{ �R/ �x} ∼

P{ �S/ �x}. The substitution lemma is proved by showing
that the reflexive and transivitive closure U of the relation
≡ R ≡ is a strong context bisimulation, where R = {〈P,Q〉 |

P = ν �a.H{ �R/ �x}, Q = ν �b.H{ �S/ �x}, �R = R1, . . . , Rn, �S =

S1, . . . , Sn, fv(H) ⊆ �x, ν �a.Ri ∼ ν �b.Si, �a C fn(H), �b C
fn(H)}. This is proved, in turn, by showing by induction on
transition derivation that R progresses to U . The notion of
progress is an adaptation to the Kell calculus context bisim-
ulation of the notion of strong progress defined in chapter 2
of [15]. �
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It is worth pointing out that the technique used by San-
giorgi for the higher-order π-calculus [14] is not appli-
cable in our context. Indeed, following the proof of the
equivalent lemma in [14], would require us first to prove
directly that a[R] ∼ a[S] if R ∼ S, for R and S closed.
But proving that a[R] ∼ a[S] implies in our case that
we prove in particular that, for all P , (a[x])P@a[R] ∼
(a[x])P@a[S], i.e. that P{R/x} ∼ P{S/x}, which leads
to a circular argument.

4.2 Contextual equivalence

We now define strong barbed bisimulation for the Kell
calculus. Barbs of a Kell calculus process are defined as
follows.

Definition 4.5 Observability predicates, ↓a, are de-
fined as follows: P ↓a iff one of the following cases
holds:

1. P ≡ νc̃.a〈P ′〉.Q | R, with a 6∈ c̃.

2. P ≡ νc̃.b[a〈P ′〉.Q | R].T | S, with a 6∈ c̃.

3. P ≡ νc̃.a[Q].T | R, with a 6∈ c̃.

Intuitively, a barb on a signals a local message (clause
1 of Definition 4.5), a down message (clause 2 of Def-
inition 4.5), or a kell message (clause 3 of Definition
4.5) on channel a. These observations are similar to
those found e.g. in Ambient calculi. They are also rel-
atively weak: for instance, they do not distinguish be-
tween a local message or a down message. However,
they are valid observations, regardless of the pattern
language used. One could of course imagine strength-
ening such observations, given more information on the
pattern language. This is left for further study, but we
show in [17] that if the pattern language includes jK

patterns, observables that indicate the type and source
of the message yield a contextual equivalence that co-
incides with the one presented here.

Definition 4.6 A relation R ⊆ K2 is a strong barbed
simulation if whenever 〈P,Q〉 ∈ R, we have:

1. If P ↓a then Q ↓a.

2. If P → P ′, then there exists Q′ such that Q → Q′

and 〈P ′, Q′〉 ∈ R.

A relation R is a strong barbed bisimulation if R and
its inverse R−1 are both strong barbed simulations.

Two processes P and Q are said to be strongly
barbed bisimilar, noted P ∼b Q, if there exists a strong
barbed bisimulation R such that 〈P,Q〉 ∈ R.

Two processes P and Q are said to be strong barbed
congruent, noted P ∼cb Q, if, for all contexts K we have
K{P} ∼b K{Q}.

Theorem 3 If L is substitution-compatible and con-
tains the pattern language of the jK calculus, then ∼c

and ∼cb coincide, i.e. for all P,Q ∈ K, P ∼c Q iff
P ∼cb Q.

Proof: (Sketch) We first note that ∼c⊆∼c
b, since ∼⊆∼b

and ∼c
b is the largest congruence included in ∼b. We then

stratify the ∼ relation, i.e. we define a family of relations ∼k,
where k ranges over integers, such that ∼ = � ∼k. We then
prove by induction that for all integers k, if P 6∼k Q, then
there exists a context K such that K{P} 6∼b K{Q}. The
induction case is dealt with by considering P

α
−→ A and the

different cases for α, exhibiting appropriate discriminating
contexts for each case. �
5 Normal bisimulation

5.1 Approach

In this section, we show how we adapt to the Kell cal-
culus D. Sangiorgi’s notion of normal bisimulation for
HOπ [14]. The definition of context bisimulation in-
volves quantification over agents, which can make it
hard to apply in practice. For HOπ, D. Sangiorgi
succeeded in providing a tractable characterization of
(weak) context bisimulation, via the notion of normal
bisimulation. Intuitively, normal bisimulation replaces
the condition above “for all C there exists F ′ such that
. . . and F@C R F ′@C” by a condition of the form
”there exists F ′ such that . . . and F@Tm R F ′@Tm”,
where Tm is an arbitrary elementary concretion of the
form m (i.e. a message on channel m).

To prove that context bisimilarity coincides with
normal bisimilarity, Sangiorgi relies on a factor-
ization lemma, which can be written P{Q/x} ∼
P{Tm/x}{m := Q}, where ∼ denotes context bisimi-
larity, and the notation P{m := Q} is an abbreviation
for the HOπ process νm.(P |!m.Q). The factorization
lemma is key for showing that normal bisimilarity coin-
cides with context bisimilarity.

One could think of applying this strategy for the Kell
calculus, but unfortunately an equivalent of the fac-
torization lemma fails for the Kell calculus. Consider
the following Kell calculus process: P = νa.a[x]. We

have P{Q/x} = νa.a[Q]. If we define analogs Qm
∆

= m

and P 〈m = Q〉
∆

= νm.P | (m ¦Q) of Sangiorgi’s Tm
and P{m := Q}, we have P{Qm/x}〈m := Q〉 ∼ 0,
whereas clearly in general P{Q/x} 6∼ 0. Even if, in this
particular case, one were to consider a different proto-

col to activate copies of Q, e.g. P 〈m = Q〉
∆

= νm.P |
(m ¦Q) | (m↓ ¦Q), the result would still be unsatisfac-
tory for, in general, νa.a[Q] and Q are (strongly and
weakly) dissimilar. In fact, it is not clear that any
Kell calculus process Qm and Kell calculus abbreviation
P 〈m = Q〉 could validate, for arbitrary P , the equation
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K ::= P a η | νu.K

η ::= 0 | 〈m = P 〉 | (η | η)

P ::= 0 | w | (ξ . P ) | νu.P | a〈P 〉.P | (P | P )

| a[P ].P | 〈m = P 〉

u ::= a | m w ::= x | m

H ::= · | a[H].P | a〈H〉.P | H | P

Figure 11: Syntax of the extended Calculus

P{Q/x} ∼ P{Qm/x}〈m = Q〉. In other words, the
encapsulation feature of localities prevents the use of
Sangiorgi’s encoding.

To overcome this difficulty, we consider an extended
calculus, where we can recover an equivalent of the fac-
torization lemma. The extended calculus adds to the
Kell calculus notions of process constants m and re-
sources of the form 〈m = P 〉, which associate con-
stants to processes. The operational semantics of the
extended calculus is given in terms of process config-
urations which are pairs P a η, where P is a process
and η is a set of resources, of the form 〈m1 = P1〉 |
. . . | 〈mp = Pq〉. The key insight is simple: a con-
stant mi can, at any time, be replaced by the process
Pi it represents. Hence we have the replacement rule:
(H{m} a η | 〈m = P 〉) → (H{P} a η | 〈m = P 〉),
which states that a constant can be replaced in specific
contexts H by the process P it represents.

In the extended calculus, a factorization lemma
holds, which we can write: (P{Q/x} a η) ∼e
(P{m/x} a η | 〈m = P 〉), where ∼e denotes the ex-
tension of context bisimulation to the extended calcu-
lus. For the extended calculus, it is now possible to
derive a notion of normal bisimulation, which we note
∼n, and we can prove that (P a η) ∼e (Q a µ) iff
(P a η) ∼n (Q a µ). The fact that P ∼ Q iff
(P a ∅) ∼e (Q a ∅), provides us with the required
characterization of ∼.

5.2 Extended calculus

The syntax of the extended calculus and of special con-
texts H is given in Figure 11. We assume the existence
of an infinite set of constants, N′, such that NCN′. We
use n,m and their decorated variants to range over N′,
and u, v to range over N ∪ N′.

Processes We continue to use the term process to
refer to terms formed using the P production in the ex-
tended calculus grammar. Terms of the extended cal-
culus formed using the K production of the extended
caclulus grammar are called process configurations. The
set of processes of the extended calculus is noted K′, and
the set of process configurations is noted K. Free names,

Ĉ ::= ν �u.C a η C ::= Ω ‖ P | P 8 0

Ω ::= ∅ | a〈P 〉 | a〈P 〉↓b | a [P ] | Ω | Ω

F̂ ::= ν �u.F a η F ::= G | a[G].P | F@C | H{ · }

G ::= (ξ)P | G@C

Figure 12: Syntax of Concretions and Abstractions

free variables, and free constants for processes and pro-
cess configurations are defined as expected, noting in
particular:

fn(〈m = P 〉) = fn(P ) fn(〈P a η〉) = fn(P, η)

fv(〈m = P 〉) = fv(P ) fv(〈P a η〉) = fv(P, η)

fc(〈m = P 〉) = {m} ∪ fc(P ) fc(〈P a η〉 = fc(P, η)

A term of the form 〈m = P 〉 is called a resource. In a
resource 〈m = P 〉, we require that the constant m does
not occur free in P . A parallel composition of resources
η =

∏
i∈I〈ni = Pi〉 is called a resource set.

Agents are abstractions F , concretions C or pro-
cesses P of the extended calculus. Agent configurations
are process configurations, abstraction configurations
F̂ , and concretion configurations Ĉ. Abstractions and
concretions are given by the grammar in Figure 12. We
set: H{ · }@P 80 = H{P}. The set of agent configura-
tions (resp. agents) is noted A (resp. A′), ranged over
by Â, B̂ (resp. A, B) and their decorated variants.

We define (partial) operators on agent configurations
as follows. Assume ũC (fc(T, P, µ)∪fn(a, T, P, µ)) and
ṽ C (fc(A, η) ∪ fn(A, η)). Let Â = νũ.A a η and H =
νṽ.P a µ, we set:

a[Â].T
∆

= ν �u.a[A].T a η Â | H
∆

= ν �u.ν �v.A | P a η | µ

a〈Â〉.T
∆

= ν �u.a〈A〉.T a η if A ∈ K
′ Â a µ

∆

= ν �u.A a η | µ

Assume ũ C (fc(C, µ) ∪ fn(C, µ)) and ṽ C (fc(F, η) ∪
fn(F, η)), and u 6∈ fn(a,Q) ∪ fc(Q). We set:

(ν �u.F a η)@(ν �v.C a µ) = ν �u.ν �v.F@C a η | µ

a[[νu.Ĉ]].Q
∆

= νu.a[[Ĉ]].Q a[[C a η]].Q
∆

= a[C a η].Q

a[[νu.F̂ ]].Q
∆

= νu.a[[F̂ ]].Q a[[F a η]].Q
∆

= a[F a η].Q

Commitment The structural congruence relation ≡
is the smallest equivalence relation that satisfies the
rules in Figures 13 and 5 (where P,Q ∈ K′ and a ∈
N ∪ N′), together with the fact that | is associative,
commutative, and has 0 as neutral element.

The sub-reduction relation is defined in Figure 14.
It handles scope extrusion and moves resources from
the process side to the resource set side of a configura-
tion (rule ESR.Def). Note that rule ESR.Def is not
applicable inside trigger contexts. However, it may be
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u 6∈ fn(b,Q) ∪ fc(Q)

b[νu.P ].Q � νu.b[P ].Q
[ESR.Kell]

u 6∈ fn(P ) ∪ fc(P )

νu.P � P
[ESR.GC]

u 6∈ fn(Q) ∪ fc(Q)

(νu.P ) | Q � νu.P | Q
[ESR.Par.L]

u 6∈ fn(Q) ∪ fc(Q)

Q | (νu.P ) � νu.Q | P
[ESR.Par.R]

P � Q

E{P} � E{Q}
[ESR.Ctx]

u 6∈ fn(η) ∪ fc(η)

(νu.P ) a η � νu.P a η
[ESR.NR]

P � Q

P a η � Q a η
[ESR.Conf]

H{〈m = P 〉} a η � H{0} a η | 〈m = P 〉 [ESR.Def]

H � K

νu.H � νu.K
[ESR.New]

K =α K
′ K′ � H

K � H
[ESR.α]

Figure 14: Sub-reduction relation for the extended calculus

P ≡ Q η ≡ µ

P a η ≡ Q a µ
[ES.Cnf]

P ≡ Q

〈m = P 〉 ≡ 〈m = Q〉
[ES.Res]

H ≡ K

νu.H ≡ νu.K
[ES.New]

νu.νv.H ≡ νv.νu.H [ES.NuC]

H{〈m = P 〉} a η ≡ H{0} a η | 〈m = P 〉 [ES.Def]

H =α K

H ≡ K
[ES.α]

Figure 13: Structural congruence for extended calculus

used inside contexts a〈H〉.P to deal with pattern lan-
guages that are able to inspect the internal structure of
a message (this is not required for jK patterns).

The commitment relation for the extended calculus
uses actions that belong to the set Λ′ = Λ∪N′∪N

′
∪{h},

where N
′

= {m | m ∈ N′}. Action h denotes “house-
keeping” transitions that will be abstracted away in the
definition of bisimulations for the extended calculus.
Actions m, with m ∈ N′, denote a constant m that
may be replaced by the associated resource. Actions
of the form m, with m ∈ N′, denote the existence of a
resource associated with m.

The commitment relation is the smallest relation in
A×Λ′×A that verifies the rules in Figure 15. Note that
in rule E.Trans, the premise refers to the relation

α
−→

defined as the smallest relation in K′×Λ×K′ satisfying
the rules given in Figure 10.

Rule E.Trans essentially lifts the transitions of the
Kell calculus to transitions of the extended calculus.
Notice the side condition P a η 6Ã: this is to ensure
that this lift occurs only after all the necessary scope
extrusions have taken place, so as to avoid any undue
name capture when applying rule E.Res, or any undue
name escape when applying rule E.Def. Rule E.Res
is characteristic of the extended calculus: it allows the
replacement of a constant m by the process it references
in the resource set of the configuration. Note that this
replacement cannot take place inside trigger contexts.

Rule E.Res can be understood as a form of communi-
cation rule that can be triggered when both rules E.FC
and E.FR are enabled.

5.3 Extended context bisimulation

We now define a notion of context bisimulation for the

extended calculus. We note
h∗

−→ the reflexive and tran-

sitive closure of
h
−→. We note

α∗
−−→ the relation

h∗

−→
α
−→

where α ∈ Λ (and thus α 6= h). We note
m∗
−−→ the rela-

tion
h∗

−→
m
−→ where m ∈ N′ ∪ N

′
.

As before, we define C-applicative and F-applicative
contexts. Because of our operators on agent configura-
tions, they are defined in exactly the same way as for
strong context bisimulation:

C ::= ( ·@Ĉ) | (a[[ · ]].T )@D̂ | (a[[ · @Ĉ]].T )@D̂

F ::= (F̂@ · ) | (a[[F̂@ · ]].T )@D̂ | F̂@(a[[ · ]].T )

| (a[[F̂@(b[[ · ]].T )]].S)@D̂

Definition 5.1 A relation R ⊆ K2
c is a strong ex-

tended context simulation on closed process configura-
tions if for all H,K closed, whenever 〈H,K〉 ∈ R and:

1. If H
τ
−→ H ′, then there exists K ′ such that K

τ∗
−→

K ′ and 〈H ′,K ′〉 ∈ R.

2. If H
α̂
−→ F̂ , then for all C-applicative contexts C

such that C{F̂} ↓, there exists F̂ ′ such that K
α̂∗
−−→

F̂ ′, and 〈C{F̂},C{F̂ ′}〉 ∈ R.

3. If H
α̂
−→ Ĉ, then for all F-applicative contexts F

such that F{Ĉ} ↓, there exists Ĉ ′ such that K
α̂∗
−−→

Ĉ ′, and 〈F{Ĉ},F{Ĉ ′}〉 ∈ R.

4. If H
h
−→ H ′, then there exists K ′ such that K

h∗

−→
K ′ and 〈H ′,K ′〉 ∈ R.
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H{n} a η
n
−→ H{ · } a η [E.FC] 0 a η | 〈n = P 〉

n
−→ P 8 0 a η | 〈n = P 〉 [E.FR]

H
n
−→ F̂ K

n
−→ Ĉ H | K 6 �

H | K
h
−→ F̂@Ĉ

[E.Res]

P
α
−→ A P a η 6 �
P a η

α
−→ A a η

[E.Trans]
K

α̂
−→ K′ u 6∈ fc(α̂) ∪ fn(α̂)

νu.K
α̂
−→ νu.K′

[E.New.N]
H ≡ K K

α̂
−→ Â

H
α̂
−→ Â

[E.SR]

Figure 15: Commitment relation for the extended calculus

The first three clauses of the definition correspond
to the clauses in Definition 4.1, except that we allow
an arbitrary number of housekeeping transitions when
simulating a single transition. Clause 4 deals with the
simulation of housekeeping transitions.

Notions of strong extended context bisimulation,
strong extended context bisimilarity, noted ∼e, and
strong extended congruence, noted ∼ce, are then defined,
mutatis mutandis, as in Section 4.1.

5.4 Normal bisimulation

We now define a notion of normal bisimulation between
configurations. Compared to context bisimulation, nor-
mal bisimulation involves checking only a limited num-
ber of contexts. To define these contexts, we need a
number of auxiliary definitions.

We first consider C-applicative contexts. One can
explain the definitions below by looking at the simple
context ( ·@Ω ‖ Q a η). The idea is to replace concre-
tion Ĉ = Ω ‖ Q a η with a concretion Ĉm = Ωm ‖ 0 a
0, which matches the same pattern ξ than Ĉ but for
which the obtained substitution, θm = match(ξ,Ωm)
is such that every bound variable of ξ is associated
with a constant. For instance, if θm = {m/x}, then
we expect match(ξ,Ω) = {P/x}, and Ω = Ωm{P/m}.
Assuming the substitution lemma alluded to above is
valid, and F̂@Ĉm ∼n F̂ ′@Ĉm, we can then reason as
follows to prove that F̂@Ĉ ∼e F̂ ′@Ĉ up to ∼n: we
have F̂@Ĉ ∼e F̂@Ĉm a 〈m = P 〉 by the factorization
lemma; then F̂@Ĉm a 〈m = P 〉 ∼n F̂ ′@Ĉm a| 〈m = P 〉
by assumption and the fact that ∼n is a congruence for
non-input contexts; and thus F̂@Ĉ ∼e F̂ ′@Ĉ, by the
factorization lemma applied to F̂ ′@Ĉ.

Now, for the above reasoning to work, we need to
take into account the fact that abstractions may be al-
ready partially matched (e.g. be of the form F@C). We
thus need to identify which part of a pattern remains
to be matched. Let F ≡ νũ.(ξ)R@(M ‖ Q) (with M
possibly ∅), and assume ξ =

∏
j∈J ξ

r
j , where each ξrj is

a single pattern. We define the set of residual patterns
of F (i.e. the patterns that remain to be matched), as:

RP(F )
∆

= {ζ =
∏

j∈J\I

ξrj | I ⊂ J ∧ match(
∏

j∈I

ξrj ,M) 6= ∅}

For F ≡ νũ.b[(ξ)R@(M1 ‖ Q1)].T@(M2 ‖ Q2) (with
M1 possibly ∅), and ξ =

∏
j∈J ξ

r
j , where each ξrj is a

single pattern, we define likewise RP(F ) by changing M

to M1 |M
↑b
2 in the above definition.

Let F̂ be a configuration abstraction. It is easy to
see, thanks to rules E.Trans and E.SR, that if we have
H

α
−→ F̂ , then we have H Ã∗ νũ.P a η, with P a η 6Ã,

P
α
−→ F , F̂ = νũ.F a η, and F ≡ (ξ)R@(M ‖ Q) or

F ≡ b[(ξ)R@(M1 ‖ Q1)].T@(M2 ‖ Q2) (withM andM1

possibly ∅). We define RP(F̂ )
∆

= RP(F ) and New(F̂ ) = ũ.
For instance, in jK, if F̂ = c[(ξ)R@(a〈P 〉 ‖ 0)] a 0,
ξ = a〈x〉 | b〈y〉↑, we have: RP(F̂ ) = {b〈y〉↑}.

Given a residual pattern, we can now define the set
of concretions we look for by defining their annotated
messages. Let ζ ∈ RP(F̂ ). We define the set M(ζ, F̂ ) of
annotated messages as follows:

M(ζ, F̂ ) =  M !!!!! ∀θ ∈ match(ζ,M). ConSub(ζ, θ, F̂ )

New(F̂ ) C fn(M) "
where the predicate ConSub checks that substituted

constants are fresh and distinct:

ConSub(ζ, θ, F̂ )
∆

= ∀y ∈ bv(ζ). yθ ∈ N
′ \ fc(F̂ )

∧ ∀y, z ∈ bv(ζ). y 6= z =⇒ yθ 6= zθ

Intuitively, each annotated message in M(ζ, F̂ ) is such
that it matches the pattern ξ, and the result of the
match is a substitution which associates each process
variable in the pattern with a distinct fresh constant.

Within a set M(ζ, F̂ ), however, several annotated
messages are strictly equivalent from the point of view
of bisimulation: these corresponds to messages which
can be obtained by simple substitution of constants by
constants, and of names by names (provided the substi-
tuted names are not free names of the abstraction F̂ ).
Let M,M ′ be two annotated messages in M(ζ, F̂ ). We
define M ³ M ′ iff there exists an injective substitu-
tion σ : (N \ fn(F̂ )→ N \ fn(F̂ ))] (N′ → N′) such that
M ′ = Mσ. Relation ³ is an equivalence relation and we
identify the annotated message M with the equivalence
class of M in the quotient set M(ζ, F̂ )/ ³.

Finally we may define

MQ(F̂ ) = {M |M ∈ M(ζ, F̂ )/ ³, ζ ∈ RP(F̂ )}
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The above construction is possible in pattern lan-
guages which we call simple.

Definition 5.2 A pattern language L is called simple
if, for all ξ ∈ L, and for all multiset of annotated mes-
sages M such that match(ξ,M) 6= ∅, there exists a
multiset of annotated messages M such that (assuming
x̃ = bv(ξ)), for all θ ∈ match(ξ,M),

∃θ ∈ match(ξ,M), θ = { #m/ #x} ∧ M = M{ $xθ/ #m}

A pattern language is called uniform if it is simple and:

∀ξu, a, matchu(ξu,M
↑a) = θ iff ∃ξm, matchm(ξm,M) = θ

We now consider the case of F-applicative contexts.
For instance, given a concretion Ĉ = a[P ] ‖ P a η,
we seek to reduce the set of F-applicative contexts
matching Ĉ. The idea is simple: e.g. given a pat-
tern ξ = a[x] that matches the annotated message part
a[P ] of Ĉ, we just construct an abstraction of the form
f(ξ;m) = (ξ)〈m = x〉. We can then reason as follows,
assuming f(ξ;m)@Ĉ ∼n f(ξ;m)@Ĉ ′, to prove that
F̂@Ĉ ∼e F̂@Ĉ ′ up to ∼n (where e.g. F̂ = (ξ)R a µ,
Ĉ ′ = C ′ a η′): we have F̂@Ĉ = Rθ′θ | P a η | µ,
where θ = {P/x}, and θ′ substitutes names to names;
assuming the factorization lemma and the congruence
of ∼n for non-input contexts, we get

F̂@Ĉ ∼e Rθ
′{m/x} | P a η | µ | 〈m = P 〉

∼e f(ξ;m)@C | Rθ′{m/x} a η | µ

∼n f(ξ;m)@C′ | Rθ′{m/x} a η′ | µ

∼e Rθ
′{m/x} | P a η′ | µ | 〈m = P 〉

∼e F̂@Ĉ′

For a multiset of annotated messages M , we thus de-
fine the set of patterns which match M : Ξ(M) = {ξ |
match(ξ,M) 6= ∅}. For a pattern ξ, and a set of con-
stants m̃ = {mx | x ∈ bv(ξ), mx 6= my if x 6= y}, we
define the abstraction f(ξ; m̃) = (ξ)

∏
x∈bv(ξ)〈mx = x〉.

Let H, Ĉ be such that H
α
−→ Ĉ. One must then have

H Ã∗ νũ.P a η, with P a η 6Ã, P
α
−→ C, C = Ω ‖ Q,

and Ĉ = νũ.C a η. We define New(Ĉ) = ũ and

Ξ(Ĉ) = {ξ ∈ Ξ(Ω) | fn(ξ) C New(Ĉ)}

F(Ĉ) = {F | F = f(ξ; #m), ξ ∈ Ξ(Ĉ), #m C fc(Ĉ)}

Let F, F ′ ∈ F(Ĉ). We define F ³ F ′ iff there exists
an injective substitution σ : N′ → N′, such that F ′ ≡
Fσ. Again, relation ³ is an equivalence relation. By
abuse of notation, we identify the abstraction F with its
equivalence class in F(Ĉ)/ ³, and set FQ(Ĉ) = F(Ĉ)/ ³.

The set F of F-applicative contexts F and the set
C of C-applicative contexts C for normal bisimulation

can now be defined (F0
∆

= · , a process abstraction of
the extended calculus):

F = %̂
F∈A

C
F̂

C
F̂

= {( ·@0 8 0 a 0)} if F̂ = ν &u.H{ · } a η

C
F̂

= L(F̂ ) ∪G(F̂ ) otherwise

L(F̂ ) = {( ·@M ‖ 0 a 0) | M = (Mm |Md |Mk) ∈ MQ(F̂ )}

G(F̂ ) = {a[[ · @M1 ‖ 0 a 0]]@(M2 ‖ 0 a 0) | M1 |M↑a2 ∈ MQ(F̂ )}

C = %̂
C∈A

F
Ĉ

F
Ĉ

= {(F0@ · )} if Ĉ = P 8 0 a η

F
Ĉ

= {(F@ · ) | F ∈ FQ(Ĉ)} otherwise

Example In jK, sets CF̂ and FĈ are all finite. In this
case, we have effectively reduced checking an infinite
number of applicative contexts for proving bisimulation
to checking of a finite number only. For instance, noting
C• for C ‖ 0 a 0, the C-applicative contexts to consider
for F̂ = (ξ)R a η are (all m,mj distinct):

C
F̂

= {e[ ·@( '
j∈Jm

aj〈mj〉)•]@a〈m〉• | e ∈ J}

if ξ = a〈x〉↑ | '
j∈Jm

aj〈xj〉 with J = {c, a} ∪ {aj | j ∈ Jm}

With these applicative contexts, the notion of strong
normal simulation is defined exactly as in Definition 5.1.
Notions of strong normal bisimulation, strong normal
bisimilarity, noted ∼n, and strong normal congruence,
noted ∼cn, are then defined, mutatis mutandis, as in
Section 4.1.

Theorem 4 If the pattern language L is substitution-
compatible and uniform, then the relations ∼ce and ∼cn
coincide, i.e. for all H,K ∈ K we have H ∼ce K iff
H ∼cn K.

Proof: (Sketch) We first prove the factorization lemma which
asserts that (νn.P{n/x} a η | 〈n = Q〉) ∼e (P{Q/x} a η).
The proof then proceeds by proving directly, following very much
the proof of congruence of ∼c, that the relations ∼ce and ∼cn are
congruences. Finally we prove the theorem by showing that ∼n
is an extended strong context bisimulation up to ∼e. (

Discussion. First, note that, for all P,Q ∈ K, we
have P ∼c Q iff (P a 0) ∼ce (Q a 0), and thus P ∼c Q
iff (P a 0) ∼cn (Q a 0). We thus have a tractable way
of verifying the bisimilarity of Kell calculus processes,
if the sets MQ(F̂ ) and FQ(Ĉ) are finite, which is the case
for many calculi we studied, including the jK calculus.

Second, note that the second-order π-calculus used
by Sangiorgi in [14] is a subcalculus of jK. If we restrict
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ourselves to the associated patterns and constructions,
abstractions take the forms (a〈x〉)P or (a)P , and con-
cretions take the forms a〈P 〉 or a. Thus, we have for
an abstraction F = (a〈x〉)P , MQ(F ) = {a〈m〉}, which
corresponds to a trigger Tm in [14]. Likewise, for a con-
cretion C = a〈P 〉, we have FQ(C) = {(a〈x〉)〈m = x〉},
which again corresponds to the abstraction Absm in
[14]. Our notion of strong normal bisimulation thus
corresponds directly to a strong version of Sangiorgi’s
weak normal bisimulation. As a consequence, we obtain
a characterization of strong bisimulation in the second-
order π-calculus by means of a strong normal bisimula-
tion, a question which has been mentioned as open in
[14].

6 Conclusion and related work

We have introduced in this paper several notions of
(strong) bisimulation for the Kell calculus, which we
have proved to coincide, at least for certain classes of
pattern languages. The results we have obtained extend
notions of higher-order bisimulation introduced by D.
Sangiorgi for the higher-order π-calculus.

The work closest to ours is the work by Castagna
et al on the Seal calculus [4] (because of the presence
of a “migrate-and-replicate” operator in the Seal calcu-
lus, which provides some of the expressive power of kell
passivation in the Kell calculus). This work defines a
notion of hoe-bisimilarity, which can be understood as
an adaptation of Sangiorgi’s higher-order context bisim-
ilarity to the Seal calculus, and which is proved to be
sound with respect to a contextual equivalence similar
to that defined for the Kell calculus. Hoe-bisimilarity
is not complete with respect to contextual equivalence
in the Seal calculus, however, and it lacks a tractable
characterization which does not involve quantification
over admissible contexts.

Another recent work closely related to ours is the
work by Jeffrey and Rathke [9], which contains a full
abstraction result for HOπ in the presence of recur-
sive types (Sangiorgi’s result holds only for finite types).
They rely, as we do, on an extended calculus for intro-
ducing their version of normal bisimulation. Their proof
technique, however, fails for the Kell calculus, because
the operational semantics of their extended calculus es-
sentially mirrors the behavior of Sangiorgi’s triggers Tm
and pseudo-substitution {m := Q}.

Other recent works on bisimulations for mobile agent
systems include a characterization of typed contextual
equivalence for higher-order Dπ (SafeDπ [7]), and char-
acterizations of contextual equivalence for different vari-
ants of Mobile Ambients, e.g. Mobile Ambients with
passwords [11], and New Boxed Ambients [2]. All these
works rely on variants of (weak) context bisimulation,

and do not provide, as we do in this paper, tractable
characterizations of their notions of context bisimilarity.
We believe our technique for deriving tractable bisimu-
lations for higher-order process calculi, which we have
recently extended to deal with the weak forms of our
congruences, to apply directly to these different calculi.
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